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Prediction algorithms are everywhere [11]. Based on known
or observable features of a set of objects, these algorithms
provide informed guesses about unknown or unobserved
outcomes of the same set of objects. For this article, inter-
est is limited to a single unknown outcome that can take
one of two states: positive or negative. In the context of
credit scoring, positive may indicate that an applicant for
a loan is deemed likely to default on the loan. In the con-
text of screening biomarkers, positive may indicate that a
biomarker is strongly associated with a particular disease.
In the context of information retrieval, positive may indi-
cate that the returned item is relevant for the request. And
in the context of drug discovery in the pharmaceutical in-
dustry, positive may indicate that a compound has scored
well in a biological assay and has been cleared for follow-
up testing as an active or hit compound. For these and
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other applications, prediction algorithms typically provide
a score (𝑆) that represents the belief that an object is in the
positive class; this score is based on attributes of the object.
Without loss of generality, assume that larger scores indi-
cate strong belief for the positive class.

Prediction algorithms for qualitative or binary outcomes
are sometimes referred to as classification algorithms. By
applying a threshold (𝑡) to the score, 𝑆 > 𝑡 may be used
to classify the object as a positive, while 𝑆 ≤ 𝑡 classifies
the object as a negative. On the other hand, the task of
ranking goes beyond the task of classification. Prediction
algorithms are referred to as ranking algorithmswhen the
returned scores are used to provide an ordered arrange-
ment of objects. Consider an example in credit scoring
where five applicants receive scores of 0.9, 0.2, 0.8, 0.4,
and 0.7, respectively. Using a threshold of 0.5, applicants
one, three, and five are classified as likely to default on
the loan, while applicants two and four are classified as
likely to repay the loan. Classification offers equal treat-
ment to applicants two and four, because we believe they
will both repay. Ranking, on the other hand, regards cus-
tomer two as less risky due to their lower score. If money
were available to fund only one applicant, ranking suggests
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Figure 1. Cross-tabulation of actual and predicted classes, based on a specified threshold. (a) gives standard
notation. (b) displays a numerical example where there are equal numbers of positive and negative objects.
(c) displays a numerical example where there are ten times as many negative objects as there are positive
objects. According to 𝑎𝑐𝑐, 𝑎𝑐𝑐+, and 𝑎𝑐𝑐−, the examples in (b) and (c) are equivalent in quality. According to
𝑝𝑟𝑒𝑐, the example in (c) has much worse performance than that in (b).

funding applicant two, while classification suggests that
applicants two and four are equally worthy. Classification
may occur after the ranking task is complete, but ranking
needs more information than that provided by classifica-
tion alone. This article is primarily concernedwith the task
of ranking objects. Assessment for ranking performance
requires extra investigations beyond classification perfor-
mance. Two popular assessment measures are compared,
along with their uncertainty under perturbation of data.

Consider a collection of𝑁 objects with algorithm scores
𝑆1, 𝑆2,… ,𝑆𝑁. Suppose these objects are classified by ap-
plying a threshold 𝑡. If the true membership classes for
the objects could be determined, a natural check on the
effectiveness of the classification task is a cross-tabulation
according to predicted class and actual class, as shown in
Figure 1(a). The counts 𝑇𝑃 and 𝑇𝑁 represent correct clas-
sifications and are referred to as the number of true posi-
tives and the number of true negatives. 𝐹𝑃 is the count of
objects that are classified as positive but are actually nega-
tive, i.e., the number of false positives. 𝐹𝑁 is the number
of false negatives. In any collection where class member-
ship is static, the number of actual positives, 𝑛+, does not
change, and 𝑇𝑃+ 𝐹𝑁 = 𝑛+. Similarly, 𝑛− = 𝐹𝑃+𝑇𝑁
is the number of actual negatives. A goal of classification
is to maximize 𝑇𝑃 + 𝑇𝑁 or maximize accuracy (𝑎𝑐𝑐),
defined as (𝑇𝑃 + 𝑇𝑁)/𝑁. This goal may be subdivided
as maximizing accuracy-for-positive-objects (𝑎𝑐𝑐+), de-
fined as 𝑇𝑃/𝑛+, and maximizing accuracy-for-negative-
objects (𝑎𝑐𝑐−), defined as 𝑇𝑁/𝑛−. 𝑎𝑐𝑐+ is commonly
referred to as the true positive rate (𝑡𝑝𝑟) or sensitivity or
recall. 𝑎𝑐𝑐− is very commonly referred to as specificity
or 1− the false positive rate (𝑓𝑝𝑟). Note that 𝑎𝑐𝑐 is a
weighted average of 𝑎𝑐𝑐+ and 𝑎𝑐𝑐−: 𝑎𝑐𝑐 = 𝑤 ⋅ 𝑎𝑐𝑐+ +

(1−𝑤)⋅𝑎𝑐𝑐− where𝑤 = 𝑛+/𝑁 is the observed fraction
of positive objects.

Accuracy, while desirable even for the task of ranking,
can mask undesirable performance when one class has far
more members than the other class; this is the situation of
class imbalance or low prevalence. Figures 1(b) and 1(c)
show two classifiers with high values of 0.9 for 𝑎𝑐𝑐, 𝑎𝑐𝑐+,
and 𝑎𝑐𝑐−. But the classifier in Figure 1(c) is actually much
worse than the one in Figure 1(b) in that 90 percent of
the predicted positives are actually positive in Figure 1(b),
while only 47 percent of the predicted positives are actu-
ally positive in Figure 1(c). This illustration demonstrates
the usefulness of precision (𝑝𝑟𝑒𝑐) as a measure of assess-
ment. Precision, also known as positive predictive value,
is the fraction of predicted positives that are actually posi-
tive, and is obtained as 𝑇𝑃/(𝑇𝑃+𝐹𝑃). The classifiers in
Figures 1(b) and 1(c) have 𝑝𝑟𝑒𝑐 = 0.9 and 𝑝𝑟𝑒𝑐 = 0.47,
respectively.

It is important to realize that 𝑎𝑐𝑐+, 𝑎𝑐𝑐−, and 𝑝𝑟𝑒𝑐
can change according to changing the threshold, because
changing the threshold can then lead to different tables
as in Figure 1(a). To stress this dependence, we use nota-
tion 𝑎𝑐𝑐+

𝑡 , 𝑎𝑐𝑐−
𝑡 , and 𝑝𝑟𝑒𝑐𝑡. Ideally, assessment for both

classification and ranking should investigate the extent to
which all of 𝑎𝑐𝑐+

𝑡 , 𝑎𝑐𝑐−
𝑡 , and 𝑝𝑟𝑒𝑐𝑡 are large, for some

ideal threshold or range of thresholds. The most popular
approaches for assessment, however, unfortunately only
focus on two of the three measures.

The receiver operating characteristic (ROC) curve fo-
cuses on 𝑎𝑐𝑐+ and 𝑎𝑐𝑐−. It plots 1 − 𝑎𝑐𝑐−

𝑡 as the ab-
scissa and 𝑎𝑐𝑐+

𝑡 as the ordinate, for different values of 𝑡.
For largest 𝑡, the ROC curve starts at (0,0). As 𝑡 decreases,
the ROC curve is nondecreasing, ending at (1,1) for the
smallest 𝑡. The ideal location on the ROC curve is the
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Figure 2. Estimated ROC and PR curves for the MAO dataset. Curves resulting from the random forest
prediction algorithm are solid while curves from the logistic prediction algorithm are dashed and black.
Shaded areas reflect the maximum and minimum possible curves, and the dot-dashed lines correspond to
random guessing. Areas under each curve (AUC) are also shown. For the PR curves, normalized areas under
the curve are preceded by “N:”. Using 𝑅𝑂𝐶, logistic regression is better. Using 𝑃𝑅, random forest is better.
For ranking, random forest is better because three of the four largest logistic scores are assigned to inactive
compounds while the 28 largest random forest scores are all assigned to active compounds.

point (0,1), but in practice this is rarely achieved. There
is a large body of literature on methods for determining
optimal or near-optimal thresholds, all based on the idea
of getting as close to (0,1) as possible; see, for example,
[15]. An alternative strategy (one that this article uses) is
to avoid selecting a single threshold and instead assess the
ROC curve over all thresholds by obtaining the area under
the ROC curve, denoted 𝑅𝑂𝐶 (note difference in font)
hereafter. Ideal classification results in 𝑅𝑂𝐶 = 1, while
random guessing results in 𝑅𝑂𝐶 = 0.5. The ROC curve
and resulting𝑅𝑂𝐶 have been extensively used and studied
in many fields, including medical testing, artificial intelli-
gence, machine learning, and banking. See, for example,
[14], [8], and [13].

Because it does not monitor 𝑝𝑟𝑒𝑐, which can be ap-
pallingly low when classes are imbalanced (as implied in
Figure 1), the ROC curve has lost prominence in the pres-
ence of imbalance. Its replacement, the precision-recall
(PR) curve, plots 𝑎𝑐𝑐+

𝑡 as the abscissa and 𝑝𝑟𝑒𝑐𝑡 as the or-
dinate, for different values of 𝑡. The ideal location on the
PR curve is the point (1,1). Area under the PR curve, de-
noted 𝑃𝑅 hereafter, has become a popular means of sum-
mary. However, while 𝑅𝑂𝐶 can take values from zero to
one for 𝑁 sufficiently large and irrespective of class im-
balance, 𝑃𝑅 cannot ([2], [3], [12]). PR curves are more
affected than ROC curves by characteristics of the under-
lying population of objects to be ranked. Specifically, PR
curves created frompopulations with balanced classes (i.e.,
prevalence near 0.5)will look very different fromPR curves
created from populations with class imbalance. PR curves
directly reflect the degree of imbalance in the data in two
primary ways ([6], [1],[10]). First, as 𝑡 approaches its lower

limit, (𝑎𝑐𝑐+
𝑡 , 𝑝𝑟𝑒𝑐𝑡) often approaches (1,𝑤), where re-

call that 𝑤 is the fraction of objects that are positive. Sec-
ond, the PR curve is bounded below, thus preventing 𝑃𝑅
from taking the value zero. A consequence is that 𝑅𝑂𝐶
values may be directly compared across different datasets,
but𝑃𝑅 valuesmust be normalized before being compared
across different datasets. A reasonable normalization is
(𝑃𝑅−𝑃𝑅𝑚𝑖𝑛)/(1−𝑃𝑅𝑚𝑖𝑛), where 𝑃𝑅𝑚𝑖𝑛 is the smallest
possible value of 𝑃𝑅 and it has a closed-form expression
([2], [3], [12]). If, however, different datasets are forced to
have the same frequencies of positive and negative objects,
then 𝑃𝑅 many be compared without normalization.

While the PR curve gained popularity to address issues
regarding class imbalance, it is also very useful for assess-
ing ranking algorithms. Ranking algorithms produce an
ordered arrangement of objects where objects earlier in the
ranking are expected to have a greater chance of being pos-
itive. By its very definition, 𝑝𝑟𝑒𝑐 rewards this type of rank-
ing so that only effective ranking algorithms will have high
PR curves.

Monoamine Oxidase Inhibition

[4] was one of the first papers to make a pharmaceutical-
quality drug discovery dataset publicly available. A collec-
tion of 1646 compounds were tested for their monoamine
oxidase (MAO) inhibition ability. MAO inhibitors gained
popularity in the 1950s for treatment of depression. To-
day they are used to treat Parkinson’s disease [17]. Com-
pounds were placed in four categories: 1358 have potency
value zero (inactive, i.e., negative); 114 have potency value
one (mildly active); 86 have potency value two (moder-
ately active); and 88 have the highest potency value of
three (highly active). Many papers studied these groups
and found that the high potency group is dominated by
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Figure 3. Estimated density curves of prediction scores for the MAO dataset: (a) for the logistic model and (b)
for the random forest model. Curves corresponding to prediction score for the negative class are dashed
while curves for the positive class are solid.

two mechanisms that are relatively easy to uncover [20].
On the other hand, themild andmoderate potency groups
yield no clear structure or pattern. As a result, prediction
algorithms tend to have extreme difficulty identifying the
mild and moderate potency groups. This extra difficulty is
amajormotivation for selecting this dataset for illustrating
subtleties between ranking and classification.

To convert the MAO data to a binary problem, the three
potency groups are combined to give a single class of ac-
tives or positives. This results in𝑤 = 0.175 as the fraction
of positive objects. While this level of imbalance is not as
extreme as commonly seen in drug discovery prediction
tasks (where 𝑤 can easily be 0.001 or smaller), it is imbal-
anced enough to be noticeable. Analysis begins by devel-
oping prediction models that use a compound’s chemical
structure to predict activity. Many approaches are possible,
but here I present output from just twomodels: logistic re-
gression and random forest. Both logistic regression and
random forest provide scores that represent the estimated
probability that a compound (given its particular chemical
structure) is active.

While some authors use the same data to build their pre-
diction models and to create their ROC and/or PR curves, I
believe this practice gives an unrealistically optimistic view
of the effectiveness of the model, in much the same way
that in-sample measures are frowned upon in model se-
lection. Instead, I conduct stratified five-fold cross vali-
dation to obtain scores for both the logistic and random
forest models. In other words, five sets of (training dataset,
test dataset) pairs are created such that each compound ap-
pears in exactly one test dataset, and all training-test pairs
have approximately the same degree of imbalance. A lo-
gistic or random forest model is built using data in a par-
ticular training set, then this model is applied to make
predictions on the associated test set. The process is re-
peated for all training-test pairs. The overall result is a sin-
gle prediction (i.e., score) for each compound, where that
compound was not used in estimating the model that pro-
vided its prediction. (The idea is similar to pre-validation

as described in [18].) These are the scores used to create
estimated ROC and PR curves as shown in Figure 2. All
computing was done in R [16], and ROC and PR curves
and their corresponding 𝑅𝑂𝐶 and 𝑃𝑅 were produced us-
ing package PRROC [12], [9].

According to the ROC curve, the logistic model is bet-
ter with 𝑅𝑂𝐶 = 0.7321, compared to 𝑅𝑂𝐶 = 0.7011
for the random forest model. But a closer look at these
curves reveal that the models appear equivalent up to a
false positive rate of around 0.1 (𝑎𝑐𝑐− around 0.9), yield-
ing sensitivity (𝑎𝑐𝑐+) over 0.4. Pharmaceutical compa-
nies have compound libraries that commonly contain over
onemillion compounds. If the fraction of truly active com-
pounds is tiny, a false positive rate of just 0.1 could result in
over 100,000 compounds being predicted as active when they
are not. Because compounds predicted as active early in
the ranking receive additional testing at great expense, this
would be a big waste of resources. For this reason, drug
discovery applications are interested in regions of very low
false positive rates. The fact that the logistic model has a
much higher ROC curve for higher false positive rates is of
no practical value.

According to the PR curve, the random forest model is
better with unnormalized 𝑃𝑅 = 0.5247 and normalized
𝑃𝑅 = 0.4760, compared to 0.5013 and 0.4501 for the
logistic model. First, the fact that 𝑃𝑅 and 𝑅𝑂𝐶 can give
different orderings, even though PR-space and ROC-space
have duality, is well known [7]. Second, because 𝑝𝑟𝑒𝑐
directly addresses the effect of ranking (while 𝑎𝑐𝑐+ and
𝑎𝑐𝑐− do not), the PR curve is better able to show that three
of the four largest logistic scores are assigned to inactive
compounds while the 28 largest random forest scores are
assigned to active compounds. For ranking algorithms, it
is critical that objects with the largest predicted scores ac-
tually turn out to be positive, because these are the objects
that will be acted on first; correct predictions later in the
ranking have less relevance. The logistic PR curve eventu-
ally exceeds the random forest PR curve, but the damage
from poor early rankings cannot be overcome.
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For this dataset, the random forest 𝑃𝑅 is better than
the logistic𝑃𝑅, but is this difference significant and impor-
tant? If theMAOdataset were slightly perturbed, e.g., from
swapping a few of the investigated compounds, would we
reach the same conclusion? What if I repeated my five-
fold cross validation but used a different way of assign-
ing compounds to the training-test pairs? The bottom-
line is that this entire activity is reasonably viewed as an
experiment, and we have observed one of many possible
outcomes. Any decision about the quality of the logistic
model versus the random forest model must address un-
certainties that have not yet been explored.

To begin this exploration, I first attempt to estimate the
underlying score distributions (see the following section
for more details). Figure 3(a) shows estimated score den-
sities for the logistic model, while Figure 3(b) shows es-
timated score densities for the random forest model. In
both cases, the negatives have an estimated density with
scores close to zero, but a long right tail results in scores
that can be very close to one. The positives have a bimodal
density that appears to be reasonably modeled as a mix-
ture of normals. One mode coexists with the mode for
the negatives; this mostly represents the 200 active com-
pounds from the mild and moderate potency groups that
we expected would be difficult to identify. The other mode
is far away and represents the high potency group that we
expected would be relatively easy to find. The best algo-
rithms are able to completely separate the 𝐹− and 𝐹+ dis-
tributions. Clearly, neither the logistic nor the random
forest algorithms have achieved separation. In fact, sep-
aration was not expected for the MAO data because of pre-
vious studies explaining extreme difficulty of identifying
the mild and moderate potency groups.

Probabilistic Definitions of ROC and PR Curves

To formalize the probabilistic basis of ROC and PR curves,
we consider 𝑆, the score produced by a prediction algo-
rithm, to be a random variable. An object is predicted as
positive if 𝑆 > 𝑡 and negative otherwise, for some spec-
ified threshold 𝑡. Conditioned on the object being truly
positive, the distribution function for 𝑆 is given as 𝐹+(⋅).
Similarly, 𝐹−(⋅) is the distribution function for 𝑆 condi-
tioned on the object being truly negative. Let 𝜋+ denote
the true probability of membership in the positive class.
[6] and [10] are good references for additional details of
what follows.

The ROC curve plots (𝑥ROC, 𝑦ROC), where

𝑥ROC = Pr(𝑆 > 𝑡|−) = 1− 𝐹−(𝑡)
𝑦ROC = Pr(𝑆 > 𝑡|+) = 1− 𝐹+(𝑡)

for all 𝑡 ∈ ℝ, with functional representation as

𝑦ROC(𝑥ROC) = 1−𝐹+ (𝐹−1
− (1 − 𝑥ROC)) , 0 < 𝑥ROC < 1,

(1)
where 𝐹−1

− (⋅) is a generalized inverse of distribution func-
tion 𝐹−(⋅).

The PR curve plots (𝑥PR, 𝑦PR), where

𝑥PR = Pr(𝑆 > 𝑡|+) = 𝑦ROC

𝑦PR = Pr(+|𝑆 > 𝑡) = 𝜋+
𝜋+ + (1−𝜋+)(𝑥ROC/𝑦ROC)

for all 𝑡 ∈ ℝ, with functional representation as

𝑦PR(𝑥PR) =
𝜋+

𝜋+ + (1−𝜋+) [1 − 𝐹− (𝐹−1
+ (1 − 𝑥PR))] /𝑥PR

,

0 < 𝑥PR < 1. (2)

Of course, one never knows 𝐹+(⋅), 𝐹−(⋅), or 𝜋+, so
they all must be estimated using data. Suppose we observe
independent random samples of scores {𝑆+

𝑖 ; 𝑖 = 1,… ,𝑛+}
from the positive class and {𝑆−

𝑖 ; 𝑖 = 1,… ,𝑛−} from the
negative class. This data can be used to produce estimates
of 𝜋+ (call it �̂�+ = 𝑛+/(𝑛+ + 𝑛−)), 𝐹+ (call it 𝐹+),
and 𝐹− (call it 𝐹−) that may be directly inserted into equa-
tions (1) and (2) to give estimated ROC and PR curves.
Varying levels of assumptions may be applied to obtain 𝐹+
and 𝐹−, ranging from fully parametric, to semiparametric,
to nonparametric ([14], [13]). For example, 𝐹+ and 𝐹−
could denote the nonparametric class-level empirical dis-
tribution functions, i.e., 𝐹+(𝑡) = 1

𝑛+
∑𝑛+

𝑖=1 𝐼(𝑆+
𝑖 ≤ 𝑡) and

𝐹−(𝑡) = 1
𝑛−

∑𝑛−
𝑖=1 𝐼(𝑆−

𝑖 ≤ 𝑡), where 𝐼(⋅) is the indicator
function. Other, simpler but often less desirable, estima-
tion strategies lead to the formulas given in the introduc-
tion. To see this, it may be helpful to note that the terms
𝑇𝑃, 𝐹𝑃, 𝐹𝑁, and 𝑇𝑁 can all be represented using nota-
tion from this section:

𝑇𝑃 =
𝑛+

∑
𝑖=1

𝐼(𝑆+
𝑖 > 𝑡) 𝐹𝑃 =

𝑛−

∑
𝑖=1

𝐼(𝑆−
𝑖 > 𝑡)

𝐹𝑁 =
𝑛+

∑
𝑖=1

𝐼(𝑆+
𝑖 ≤ 𝑡) 𝑇𝑁 =

𝑛−

∑
𝑖=1

𝐼(𝑆−
𝑖 ≤ 𝑡).

To visualize the impact of different probabilisticmodels
on ROC and PR curves, and to help understand difficulties
that can arise from bimodal distributions as evidenced in
the MAO example, I consider three population-level algo-
rithms. Cases are fully described in Table 1. Each algo-
rithm consists of distributions 𝐹−(⋅) and 𝐹+(⋅), and in all
cases 𝜋+ is set to 0.175 as observed in the MAO example.
𝐹−(⋅) is always normally distributed with mean 0.3 and
standard deviation 0.05. The cases differ only in terms of
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Case 𝐹+ distribution: mixture of normals with 0.5 mixing proportion 𝑃𝑅 𝑅𝑂𝐶
1 component 1: mean is 0.3, standard deviation is 0.25 0.749 0.750

component 2: mean is 0.7, standard deviation is 0.05
2 component 1: mean is 0.3, standard deviation is 0.05 0.650 0.750

component 2: mean is 0.7, standard deviation is 0.05
3 component 1: mean is 0.3, standard deviation is 0.005 0.616 0.750

component 2: mean is 0.7, standard deviation is 0.05

Table 1. Three cases of population-level algorithms. Objects in the negative class have scores that follow a
normal distribution with mean 0.3 and standard deviation 0.05. Objects in the positive class have scores that
follow a two-component mixture of normal distributions, with details of the components given in the table.
𝑃𝑅 and 𝑅𝑂𝐶 values are also given for each algorithm. While 𝑃𝑅 changes across different cases, 𝑅𝑂𝐶
remains the same.
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Figure 4. Densities, ROC curves, and PR curves for three cases of population-level algorithms. (a), (b), (c)
display the densities corresponding to negative objects as dashed curves, and densities for positive objects
as solid curves; (a) is Case 1, (b) is Case 2, and (c) is Case 3 as described in Table 1. (d) displays ROC curves
for all three cases: Case 1 is solid, Case 2 is dashed, Case 3 is dotted, and the grey curve depicts random
guessing. (e) displays PR curves for all three cases: Case 1 is solid, Case 2 is dashed, Case 3 is dotted, and
the grey curve depicts random guessing. 𝑅𝑂𝐶 = 0.75 for all three cases, but 𝑃𝑅 correctly assesses Case 1 as
best able to rank objects (𝑃𝑅 = 0.749), and Case 3 as worst (𝑃𝑅 = 0.616).
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𝐹+(⋅), which is always a two-component mixture of nor-
mals where the component far from the negative distribu-
tion 𝐹−(⋅) always has mean 0.7 and standard deviation
0.05. The other component of𝐹+(⋅) has the samemean as
𝐹−(⋅), namely 0.3, but its standard deviation varies from
a high of 0.25, to 0.05, to 0.005. Densities for all cases are
shown in Figures 4(a), 4(b), and 4(c).

The mixing proportion of 0.5 for distribution 𝐹+ im-
plies that all three algorithms will quickly identify 50 per-
cent of the positives, namely those coming from the right-
most component of 𝐹+. The ROC curves and PR curves
of Figures 4(d) and 4(e) show this as all curves overlap
for recall (sensitivity) values between zero and 0.5. The
curves separate for other values of recall. Case 1, with the
largest standard deviation for the leftmost component of
𝐹+, perfectly identifies an additional 12 percent of posi-
tives before it struggles significantly, even dropping worse
than random; it has the largest 𝑃𝑅. Case 3, with the small-
est standard deviation for the leftmost component of 𝐹+,
is exquisitely poor after identifying the first 50 percent of
positives. It creates over 40 percent of false positives be-
fore restarting to find true positives at a uniform rate until
all are found. Case 3 has the smallest 𝑃𝑅. Case 2 finds the
second half of positives at a uniform rate after finding the
first half without errors. In other words, Case 1 does a bet-
ter job of finding the actives early, Case 3 finds the actives
late, and Case 2 finds the actives uniformly. [19] argue
that algorithms designed for the “early recognition” (aka
ranking) problem should be able to properly distinguish
these cases. 𝑃𝑅 does an excellent job of assessing these
algorithms. 𝑅𝑂𝐶, on the other hand, remains exactly the
same (0.75) for all three cases. 𝑅𝑂𝐶 is not able to make
a distinction. The ROC curves clearly differ, and if focus
is limited to early in the curves, it is clear that the proper
ordering of algorithms is obtained. But this information
is lost when area under the entire curve is calculated as the
primary measure of performance, as might become neces-
sary when comparing multiple algorithms.

Investigating Uncertainty

When data is used to obtain the PR and ROC curves and
their associated 𝑃𝑅 and 𝑅𝑂𝐶 values, effort must be ex-
pended to understand the uncertainty or variability associ-
ated with these estimates. A large body of literature exists
on statistical inference for 𝑅𝑂𝐶; see, for example, [14],
[19], [13]. The literature is scant regarding inference on
𝑃𝑅, but findings generally suggest that bootstrap sampling
is the low-risk method of choice ([2], [3]). I will use boot-
strap sampling to explore both 𝑃𝑅 and 𝑅𝑂𝐶.

Consider the scenario presented in the MAO example,
where there are two competing algorithms. “Which is bet-
ter?” may well be answered by the difference between their
areas under the curves, namely 𝑃𝑅2 − 𝑃𝑅1 or 𝑅𝑂𝐶2 −

Case for
Algorithm 2
1 2 3

Case for 1 A B C
Algorithm 1 2 D E

3 F

Table 2. Six scenarios, A–F, for algorithmic
comparison. Each scenario describes two
algorithms, with the eventual goal of determining
which algorithm is better. For example, Scenario B
has algorithm 1 defined according to Case 1 as
given in Table 1, and algorithm 2 defined according
to Case 2. In Scenarios A, D, and F, the two
algorithms have the exact same probabilistic
settings, so no differences are expected.

𝑅𝑂𝐶1. Algorithm 1 is better if 𝑃𝑅2 − 𝑃𝑅1 < 0, so it
makes sense to obtain a confidence interval for𝑃𝑅2−𝑃𝑅1,
then the degree to which the interval contains negative val-
ues determines our answer. By now, skepticism should be
high in your mind regarding the utility of 𝑅𝑂𝐶2 −𝑅𝑂𝐶1
for assessing ranking performances, so we do not expect
the confidence interval to the useful.

Six scenarios are studied, as outlined in Table 2. All
scenarios apply distributional settings for both algorithms
from among Cases 1, 2, and 3 of Table 1. Scenarios A,
D, and F are null in that both algorithms have exactly the
same probabilistic settings, so there should be no differ-
ences in values of𝑃𝑅; the confidence intervals are expected
to include zero. Scenarios B, C, and E are non-null and dif-
ferences are expected. The differences for C are expected to
be largest (approximately 0.616−0.749 = −0.133), fol-
lowed by B (approximately 0.650 − 0.749 = −0.099),
then E (approximately 0.616 − 0.650 = −0.034).

Bootstrap sampling reduces the need for assumptions
that are often tenuous at best. New pseudo-samples are
created from the original sample by sampling with replace-
ment. My sampling was stratified to maintain the level
of imbalance. For each simulation replicate within each
Scenario A to F, 1000 bootstrap samples are obtained and
these samples are used to determine a percentile confidence
interval. R package boot [5] was used for bootstrapp-
ing. Figure 5(a) displays 95 percent confidence intervals
for 𝑃𝑅2−𝑃𝑅1 from 50 simulation replicates for all of Sce-
narios A–F. Consistent with expectations, the confidence
intervals for Scenario C are most negative, followed by Sce-
nario B then E. It was surprising to me that the confidence
intervals for Scenarios A, D, and F do not overwhelmingly
include zero. They are close to zero, so may be treated as
not practically different from zero, but they bounce around,
sometimes above other times below zero. Increasing the

188 NOTICES OF THE AMERICAN MATHEMATICAL SOCIETY VOLUME 66, NUMBER 2



−0
.2

0
−0

.1
0

0.
00

0.
05

Co
nf

ide
nc

e 
In

te
rv

al

(a)

Scenario
A B C D E F

−0
.0

5
0.

00
0.

05

Co
nf

ide
nc

e 
In

te
rv

al

(b)

Scenario
A B C D E F

Figure 5. Ninety-five percent confidence intervals
for 𝑃𝑅2 −𝑃𝑅1 (plot (a)) and 𝑅𝑂𝐶2 −𝑅𝑂𝐶1 (plot (b))
from the six scenarios of Table 2. For each scenario
and each independently obtained sample, a
bootstrap percentile confidence interval is shown
where upper and lower endpoints are connected by
grey lines. For scenarios where both algorithms are
probabilistically equivalent (i.e., A, D, and F), one
expects approximately 95 percent of the intervals to
include zero. Results are shown based on 1000
bootstrap samples for each of 50 independent
samples generated from each scenario.

number of bootstrap samples had no impact. Another ob-
servation is that the uncertainty level (wide intervals mean
greater uncertainty) of the estimated 𝑃𝑅2−𝑃𝑅1 decreases
as the estimate itself gets closer to zero, and more rapidly
so if the individual components (𝑃𝑅2, 𝑃𝑅1) are small.

Figure 5(b) displays 95 percent confidence intervals for
𝑅𝑂𝐶2 −𝑅𝑂𝐶1 from 50 simulation replicates for Scenar-
ios A–F. Recall that 𝑅𝑂𝐶 for Cases 1–3 are all 0.75, so
no differences are expected. Confidence intervals for Sce-
narios B, C, and E now mostly cross zero, unlike in Fig-
ure 5(a). It is surprising that Scenarios A, D, and F behave
similar to how they are in Figure 5(a), with confidence in-
tervals hardly ever crossing zero but bouncing above or be-
low zero.

Summary
The PR and ROC curves, and their corresponding area un-
der the curve measures, were compared as assessment cri-
teria for effective ranking by prediction algorithms for the

two-class problem. 𝑅𝑂𝐶 is shown to be particularly defi-
cient while 𝑃𝑅 is quite effective. A real dataset revealed a
bimodal score distribution for the positive class, and this
resulted in problems with discrimination between scores
for the different classes of objects. A simulation study re-
vealed unusual patterns in confidence intervals for differ-
ences 𝑃𝑅2 −𝑃𝑅1 and 𝑅𝑂𝐶2 −𝑅𝑂𝐶1 when algorithms 1
and 2 are probabilistically equivalent. Further studies are
needed to understand these uncertainties.
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