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1 Introduction

In this lecture we will show how prove lower bounds against the Sum-of-Squares hierarchy. Specif-
ically, we will show that it fails to refute random constraint satisfaction problems, even when we
let the degree be linear in the number of variables.

2 Degree Lower Bounds for CSPs

We will focus on 3-XOR formulas which are defined on variables x1, · · · , xn and have m clauses.
Each clause takes three literals (either a variable xi or its complement x̄i), takes their parity, and
checks whether they are equal to some value (that can change from clause to clause).For example
we could have

x1 ⊕ x5 ⊕ x̄8 = 1 and x2 ⊕ x̄5 ⊕ x6 and so on

For a given assignment, we say that the formula is satisfied if all the clauses are satisfied.

If we are given a 3-XOR formula and want to tell whether there is an assignment that satisfies it,
this turns out to be easy. Each clause is an affine constraint in F2 and so we can rewrite a 3-XOR
formula as a system of linear equations over F2 and use Gaussian elimination to find a satisfying
assignment if there is one.

But if instead we want to approximate the largest fraction of clauses that can be simultaneously
satisfied, this is NP -hard. More precisely, Hastad [7] showed:

Theorem 1. For any ε > 0, it is NP -hard to find an assignment that satisfies a 1/2+ ε fraction of
the clauses of a 3-XOR formula, even given the promise that these is an assignment that satisfies
a 1− ε fraction of them.

Now assuming P 6= NP , we know that Sum-of-Squares also will not be able to approximate
the fraction of clauses that can be satisfied within an approximation factor better than 1/2. A
natural question to ask here, and in many other contexts, is whether we can prove such a bound
unconditionally.

Question 2. Can the Sum-of-Squares hierarchy distinguish between 3-XOR formulas where it is
possible to satisfy at least a 1− ε fraction of the clauses, and ones where it is not possible to satisfy
a 1/2 + ε fraction?

In a seminal work, Grigoriev [6] proved that the answer is no. (This result was later rediscovered
by Schoenebeck [10].) These were the first strong lower bounds against Sum-of-Squares and they
hold even when the degree of the relaxation is linear in n. Usually we think of the degree of the
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relaxation being a constant, or perhaps logarithmic. Then the algorithms that we get out of it run in
polynomial or quasi-polynomial time. But when we allow its degree to be linear in n, we are talking
about relaxations that we would need exponential time to solve. So Grigoriev’s [6] lower bound is
striking: Sum-of-Squares gives no (additive constant) improvement on the trivial algorithm that
can satisfy at least 1/2 of the clauses until it become essentially a brute-force algorithm that checks
all the 2n possible assignments.

In fact, the lower bound is even stronger for two reasons: (1) It holds even when your goal is to
distinguish between 3-XOR formulas where it is possible to satisfy all the clauses, and ones where
it is not possible to satisfy a 1/2 + ε fraction and (2) It immediately implies lower bounds for
other constraint satisfaction problems like 3-SAT. In regards to (1), what it means is that Sum-of-
Squares even fails to solve some problems that are solvable in polynomial time, e.g. by Gaussian
elimination. In regards to (2), we can replace a 3-SAT clause of the form, say, x1 ∨ x5 ∨ x̄i with a
3-XOR clause x1 ⊕ x5 ⊕ x̄8 = 1. When we do this transformation, it is only harder to satisfy the
3-XOR formula in the sense that any assignment that satisfies a clause in the 3-XOR formula will
necessarily satisfy the corresponding clause in the 3-SAT formula too. (The converse is not true).
Hence if Sum-of-Squares fails to prove that a 3-XOR formula is unsatisfiable, it will fail to prove
that the 3-SAT formula is unsatisfiable too.

Before we describe the instances that Grigoriev [6] used to fool the Sum-of-Squares hierarchy, firs
we will perform a helpful transformation. Instead of working with Boolean values we will work with
+1/ − 1 values. It is easiest to see this by example. If we start from the clause x1 ⊕ x5 ⊕ x̄8 = 1,
we can map it to

y1 × y5 × (−y8) = −1

Now if x1 takes on the value zero, we assign y1 the value 1. If x1 takes on the value 1, we assign
y1 the value −1. It is easy to see that the 3-XOR clause is satisfied if and only if the polynomial
constraint on the yi’s is satisfied.

This gives us a way to rewrite the problem of deciding whether a given 3-XOR formula is satisfiable
or not as a polynomial optimization problem, to which we can apply our usual trick of turning it
into a hierarchy of semidefinite programs that are increasingly tighter relaxations. In particular,
we say that Ẽ is a degree d pseudo-expectation operator for a given 3-XOR formula if

(1) Ẽ is linear

(2) Ẽ[1] = 1

(3) Ẽ[p2] ≥ 0 for all polynomials p of degree at most d/2

(4) Ẽ[x2
i p] = Ẽ[p] for all polynomials of degree at most d− 2

(5) Ẽ[(xaxbxc− `a,b,c)p] = 0 for all polynomials of degree at most d−3 and clauses xa×xb×xc =
`a,b,c

Grigoriev’s [6] theorem works for random 3-XOR formulas which are generated as follows: For each
clause, we choose three variables (say, xi, xj , xk) uniformly at random. We choose ` to be equally
likely to be +1 or −1. Then we add the constraint

xi × xj × xk = `

The important point is:
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Fact 3. If the number of clauses m ≥ 3n then with high probability the formula is unsatisfiable.

This fact is easy to prove by using a Chernoff bound applied to bound the fraction of clauses
satisfied by a given assignment and then taking a union bound over all assignments [2]. Despite the
fact that a random 3-XOR formula is unsatisfiable, we will show that the Sum-of-Squares hierarchy
thinks that it is in the following sense:

Theorem 4. For some constants C ≥ 10, c, with high probability over the choice of a random 3-
XOR formula formula on n variables and m = Cn clauses, there is a degree cn pseudo-distribution
that satisfies conditions (1) – (5)

3 Constructing a Pseudo-Expectation

The main question is: How do we construct a valid pseudo-distribution? Earlier, when we talked
about MAXCUT, we used an actual distribution to generate a pseudo-distribution to show that
the Sum-of-Squares hierarchy really is a relaxation. But now we must construct something that
acts like a distribution on assignments that satisfy every clause, even though there isn’t one.

First, we introduce a convenient graph theoretic abstraction:

Definition 5. The clause graph is a bipartite graph G = (U, V,E) in which each node i ∈ U
represents a clause, each node j ∈ V represents a variable and there is an edge (i, j) if and only if
the variable xj is contained in the ith clause.

Also let Γ(S) for S ⊂ U denote the set of nodes in V that have a neighbor in U . The important
point is that for a random 3-XOR formula, the constraint graph will be an expander:

Definition 6. We say that the clause graph G is left 2-expander if for every sets S ⊂ U with
|S| ≤ n/2, we have |Γ(S)| ≥ 2|S|.

We will make use of the following fact, that again can be proven by using Chernoff bounds and a
union bound:

Fact 7. For a random 3-XOR formula on m ≥ 10n clauses, with high probability the associated
clause graph is a left 2-expander.

Now we are ready to define an iterative procedure for constructing the pseudo-expectation. First,
we will focus on defining the pseudo-expectation on monomials where the degree of each variable
is at most one. For notational convenience, let

xΓ(i) =
∏
j∈Γ(i)

xj

which denotes the product of the variables in the ith clause. Also let `i denote the right hand side
of the clause – i.e. what the product of the variables is constrained to be equal to.

(a) For every clause, set Ẽ[xΓ(i)] = `i
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(b) For every pair of subsets S, T ⊂ [n] with |S∆T | ≤ d set

Ẽ[xS∆T ] = Ẽ[xS ]Ẽ[xT ]

where ∆ denote taking the symmetric difference.

(c) Whenever rule (b) can no longer be applied, set Ẽ[xS ] = 0 for all remaining S with |S| ≤ d.

We could encounter a situation where rule (b) reaches a contradiction – i.e. we try to set the
pseudo-expectation of some monomial to something different than what we have already set it to.
In that case, we fail.

Now, assuming this process does not fail, we can extend the pseudo-expectation to all degree at
most d polynomials. First, if there is a monomial with variables whose degree is larger than one,
we can replace any occurrence of x2

i with 1. For example we would set

Ẽ[x2
1x2x

3
5] = Ẽ[x2x5]

We do this because constraint (4) on our pseudo-expectation requires us to. And for any polynomial
p(x) =

∑
S cSxS we can set

Ẽ[p] =
∑
S

cSẼ[xS ]

similarly because constraint (1) on our pseudo-expectation requires us to.

The proof of correctness will rest on the following two lemmas:

Lemma 8. If the constraint graph is a left 2-expander then the iterative process never fails.

Lemma 9. The pseudo-expectation satisfies constraints (1) – (5)

We will prove the second lemma first. The key ingredient is the following relation

Definition 10. For two sets S and T of size at most d/2 we say that S ∼ T if and only if

Ẽ[xS∆T ] 6= 0

We will prove that it is in fact an equivalence relation:

Claim 11. S ∼ T is an equivalence relation

Proof. We can directly verify the conditions we need. First, it is symmetric because

Ẽ[xS∆T ] = Ẽ[xT∆S ]

Second, it is reflexive because
Ẽ[xS∆S ] = Ẽ[x∅] = Ẽ[1] = 1

Lastly, it is transitive because for any sets S, T and U of size at most d/2 we have

Ẽ[xS∆U ] = Ẽ[x(S∆T )∆(T∆U)] = Ẽ[xS∆T ]Ẽ[xT∆U ]

where the last equality follows because |S∆T |, |T∆U | ≤ d. Now this expression implies that if
S ∼ T and T ∼ U then S ∼ U . This completes the proof.
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We are now ready to prove Lemma 9:

Proof. Consider a multilinear polynomial p of degree at most d/2. By grouping sets S ⊂ [n] into
equivalence classes using the relation ∼, we can write

p(x) =

k∑
i=1

∑
S∈Ci

pSxS

where each Ci is an equivalence class. Then we can compute

Ẽ[p2] =
k∑
i=1

k∑
j=1

∑
S∈Ci

∑
T∈Cj

pSpT Ẽ[xSxT ]

=
k∑
i=1

k∑
j=1

∑
S∈Ci

∑
T∈Cj

pSpT Ẽ[xS∆T ]

=
k∑
i=1

∑
S∈Ci

∑
T∈Ci

pSpT Ẽ[xS∆T ]

The second equality uses the fact that the way we defined our pseudo-expectation operator, we can
replace any variable of degree two with the value one. The third equality follow from the fact that
if S and T are from different equivalence classes, by definition Ẽ[xS∆T ] = 0.

Now, for each i, we can choose some Ui ∈ Ci arbitrarily. Then we can write

Ẽ[p2] =
k∑
i=1

∑
S∈Ci

∑
T∈Ci

pSpT Ẽ[x(S∆Ui)∆(T∆Ui)]

=
k∑
i=1

∑
S∈Ci

∑
T∈Ci

pSpT Ẽ[x(S∆Ui)]Ẽ[x(T∆Ui)]

=

k∑
i=1

( ∑
S∈Ci

pSẼ[x(S∆Ui)]
)2
≥ 0

where the second equality follows from the fact that |S∆Ui|, |T∆Ui| ≤ d. Thus our construction
satisfies constraint (3) on the pseudo-expectation. It is easy to check the remaining conditions like
(1), (2) and (4) directly. For the last condition (5) we have that

Ẽ[(xΓ(i) − `i)p] = 0

because for every monomial xS where Γ(i) ⊂ S we set

Ẽ[xS ] = Ẽ[xΓ(i)]Ẽ[xS\Γ(i)]

by construction. This completes the proof.

We will now give a sketch of the proof of Lemma 8:
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Proof sketch. We can define the notion of a unique neighbor expander: Let Γu(S) denote the nodes
that have exactly one neighbor in the set S. It is easy to prove (but surprising the first time you see
it) that if you have a set S of nodes where every node has degree three (like the nodes corresponding
to clauses in our clause graph) and |Γ(S)| ≥ 2|S| then |Γu(S)| ≥ |S|.

Now the steps in our iterative procedure for constructing a pseudo-expectation start from clauses
and combine them by taking the symmetric difference of their variables. In proof complexity, this
is called resolution. But whatever set S of clauses we combine in this way, we keep around at least
the variables that appear in exactly one clause. These variables prevent us from being able to reach
a contradiction because whatever equation we reach, we will always have at least one free variable
that makes it possible to satisfy it.

4 Discussion

With Grigoriev’s [6] lower bound for random CSPs, we can make good on an assertion we made
earlier. When we rounded the degree 2 relaxation for MAXCUT we constructed a Gaussian random
variable whose moments match the pseudo-moments of degree one and degree two. Grigoriev’s lower
bound tells us that this approach is doomed to fail more generally. Recall that xS =

∏
i∈S xi by

convention.

Corollary 12. For some constant c > 0, there is a pseudo-distribution Ẽ on variables x1, · · · , xn
of degree cn that meets conditions (1), (2) and (3) but for which no distribution µ satisfies

Eµ[xS ] = Ẽ[xS ]

for all |S| ≤ 3.

Proof. Consider a random 3-XOR formula and the pseudo-distribution we constructed in our proof
of Theorem 4. We know that the construction of the pseudo-expectation succeeds with high prob-
ability and so, too, the 3-XOR formula is unsatisfiable with high probability. Suppose both events
happen, and for the sake of contradiction, suppose there is a distribution µ on assignments whose
moments match the pseudo-moments up to degree three. Then from the fact that

Eµ[x2
i ] = Ẽ[x2

i ] = 1

we conclude that µ is supported on +1/−1 valued assignments. Moreover from constraint that for
every clause i we have

Eµ[xΓ(i)] = Ẽ[xΓ(i)] = `i

we get that µ is supported on satisfying assignments to the 3-XOR formula. But this is impossible
because there are no satisfying assignments.

When there are more clauses, it becomes easier for Sum-of-Squares to prove that the formula
is unsatisfiable. The same proof as before (but being more careful keeping track of the various
parameters) shows that when m = n3/2−δ then even the degree d = n2δ relaxation fails. This is
tight: Barak and Moitra [4] showed that when m & n3/2 the degree six relaxation can certify that
a random 3-XOR formula is unsatisfiable with high probability.
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The way that we constructed a pseudo-expectation may seem magical. But there is actually some
useful intuition to why we did what we did. For every monomial xΓ(i) that comes from a clause,

we had to set Ẽ[xΓ(i)] = `i to satisfy condition (5). Similarly, for every monomial that we could
derive from combining clauses, say S = Γ(i)∆Γ(j), we had to set

Ẽ[xS ] = `i`j

because we can derive this equation from condition (4) and (5). We leave this as an exercise to
the reader. When our iterative procedure terminated (without failing), we are left with monomials
whose value we cannot derive. So we made our pseudo-expectation as random as possible and set
it to zero. You can think of this as: We have some variable in the monomial whose value we cannot
decide on, and if we make it equally likely to be +1 or −1, the expectation of the monomial would
be zero. The moral1 is:

Make your pseudo-distributions as random as possible, but not randomer.

As we will discuss next, sometimes this is easier said than done.

4.1 Average-Case Complexity

When we started this lecture, we framed our goal as proving unconditional lower bounds against
Sum-of-Squares nominally for problems that we already knew to be NP -hard. However the real
reason many people care about Sum-of-Squares lower bounds these days is that they are some of
our strongest forms of evidence for various average-case problems actually being hard. Consider
the planted clique problem:

Definition 13. A random graph G on n nodes is generated as follows: First we include each edge
independently with probability 1/2. Then we choose a set of size k uniformly at random and add in
all pairs of edges between these nodes. The goal is to discover which k nodes were chosen.

Information-theoretically, you can find the planted clique with high probability once k ≥ (2+ε) log n.
But the best known polynomial time algorithms work only for k ≥ c

√
n [1]. Making the assumption

that there is no polynomial time algorithm that can find n1/2−δ sized planted cliques turns out to
have a number of interesting implications [5], however until recently there was no consensus on
how likely the assumption is to be true. In fact, it was not even known whether the degree four
Sum-of-Squares relaxation does better. Barak et al. [?] proved a nearly tight lower bound against
Sum-of-Squares:

Theorem 14. The degree d Sum-of-Squares relaxation for planted clique has value n1/2−o(1) even
for degree d = o(log n).

Many other problems that appear to be hard on average have been suggested. In this way, Sum-of-
Squares can provide a useful way to vette assumptions. It turns out that there are many challenges
in proving these types of lower bounds compared to lower bounds against random CSPs. You
can think of a pseudo-expectation as a way to answer statistical queries about a hypothetical

1This is a cute play on a famous quote by Albert Einstein that we first heard from Boaz Barak.
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distribution on a large clique in a graph you’re given. Following our usual maxim of making
your pseudo-distribution as random as possible, you might think that the probability your pseudo-
expectation assigns to every clique of size s (think s ≤ 10) being in the planted clique ought to be
the same [9]. This turns out to not work!

The trouble is there is a lot of weak global information. (In contrast, in a random CSP all of the
information was strong and local in the sense that a clause tells you something very particular
about the joint distribution of its variables, but this information does not propagate too far.) If
some node has a standard deviation higher degree, then it ought to be more likely to be in the
planted clique. In fact, it is quite challenging to integrate all of these types of global information
in a consistent manner. Finding more general tools to prove lower bounds against Sum-of-Squares
in average-case settings is a major challenge going forward [8].
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