
Solutions

These solutions are for instructors and graders only.
Do not post these online or distribute them to students in any form.

1.1. See solutions in Appendix A.

1.2.
pulse-histo

> pulsePlot1 <- histogram(~pulse, data=littleSurvey)

> pulsePlot2 <- histogram(~pulse, data=littleSurvey, subset=pulse>30)

> pulseSubset <- littleSurvey$pulse[ littleSurvey$pulse > 30 ]

> mean(pulseSubset)

[1] 70.641

> median(pulseSubset)

[1] 70
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1.3. Many respondents likely counted heartbeats in 10, 12, 15, or 30 seconds and
then multiplied by 6, 5, 4, or 2 to get their pulse. This would explain why there
are so many more even pulse rates than odd and why among the odd pulse rates,
more end in 5 than in any other digit.

When collecting data, it is important to have a clear protocol (and to follow
it) for just how data are to be collected and recorded.
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1.4.
number-prob

> t <- table(littleSurvey$number); t

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23

4 7 13 12 7 3 22 3 6 4 8 13 13 8 13 9 22 4 5 4 11 6 16

24 25 26 27 28 29 30

7 14 2 20 7 8 8

> plot <- histogram(~number, littleSurvey, breaks=0.5 + 0:30)

> max(t)

[1] 22

> which(t == max(t))

7 17

7 17

> which(t == min(t))

26

26

> table(littleSurvey$number %% 2 == 0)

FALSE TRUE

182 97

1.5.

a) Odd case: m is the middle value; even case: The middle values are m− d and
m+ d for some d, so m is the median.

b) Suppose L values are less than m and E values are equal to m. Then there are
also L values greater than m. Since m−d+m+d = 2m, the sum of the values
is
∑
xi =

(∑
xi<m

xi +
∑
xi>m

xi
)

+
∑
xi=m

xi = 2Lm + Em = (2L + E)m,
so the mean is m.

c) {−5,−1, 0, 2, 4} has both mean and median equal to 0 but is not symmetric.

1.6. Answers will vary.

1.7. A is X; B is U; C is Y; D is V; E is Z; F is W.

1.8. quantile() and fivenum() match when there are an odd number of values
and differ when there are an even number. The differences are in the first and third
“quantiles”. For fivenum(), these are computed as the median of the upper or
lower halves of the data.

1.9. bwplot() does use the 1.5 IQR rule by default.

bwplot-iqr-rule
> x <- c(1:20,20)

> boxplot.stats(x)

$stats

[1] 1 6 11 16 20

$n

[1] 21

$conf

[1] 7.5522 14.4478
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$out

numeric(0)

> iqr <- 16 - 6

# not an outlier

> x <- c(1:20, 16 + 1.5 * iqr)

> boxplot.stats(x)$out

numeric(0)

# now it is an outlier

> x <- c(1:20, 16 + 1.51 * iqr)

> boxplot.stats(x)$out

[1] 31.1

###

>

> proc.time()

user system elapsed

1.10.
∑n
i=1(xi − x) =

∑n
i=1 xi −

∑n
i=1 x = nx− nx = 0

1.11. See the solution to Exercise 1.12 for a more general result.

1.12. For simplicity, assume the median m > c and let d = m − c. Let L be the
number of values less than both c and m. Let M be the number of values greater
than both c and m. Let B be the set of values between c and m. Since m is the
median, L+B = M . So the difference between the sum of the absolute deviations
to c and the sum of the absolute deviations from m is given by∑

x

|x− c| −
∑
x

|x−m|

=
∑
x≤c

|x− c| − |x−m|+
∑

x<c<m

|x− c| − |x−m|+
∑
x≥m

|x− c| − |x−m|

>
∑
x<c

−d+
∑

c≤x≤m

−d+
∑
x<c

d

= (M − L−B)d = 0 .

Equality is only achieved when there are no values between c and m.

1.13. SS′(c) =
∑
−2(xi − c) = −2 ((

∑
xi)− nc)) = 0⇔ c = 1

n

∑
(xi) = x.

1.14. five 0’s and five 10’s.

1.15. If all the values are the same, then the variance is zero.

1.16.
pitching2005-era

> summary(ERA~lgID, data=pitching2005, subset=GS>=5)

ERA N=217

+-------+--+---+------+

| | |N |ERA |

+-------+--+---+------+

|lgID |AL| 97|4.6593|

| |NL|120|4.3798|
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+-------+--+---+------+

|Overall| |217|4.5047|

+-------+--+---+------+

1.21.

utilities

> plot1 <- xyplot( ccf ~ (year + month/12), utilities, groups=month )

> plot2 <- bwplot( ccf ~ factor(month), utilities )

(year + month/12)
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1.22. There is very little difference between this analysis and the previous one
because the billing cycles did not vary much in length. Nevertheless, using ccfpday

is the more reasonable analysis.

utilities-ccfpday

> utilities$ccfpday <- utilities$ccf / utilities$billingDays

> plot1 <- xyplot( ccfpday ~ (year + month/12), utilities, groups=month )

> plot2 <- bwplot( ccfpday ~ factor(month), utilities )

(year + month/12)
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1.23. Usage is negatively associated with temperature. (Lower temperatures go
with higher usage.) There are two clear outliers due to a bad meter reading.

utilities-temp

> plot <- xyplot( ccf ~ temp, utilities )

temp
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1.24.

utilities-price

> plot <- xyplot( ccf/gasbill ~ (12*year + month), utilities )

(12 * year + month)
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1.25. There seems to be a clear weekend effect: fewer births occur on weekends
(and holidays).

births

> plot1 <- xyplot(births~dayofyear,groups=dayofyear%%7,births78,

+ auto.key=list(columns=3))

> plot2 <- bwplot(births~factor(dayofyear%%7),groups=dayofyear%%7,births78)
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2.1.

a) S = {HHH,HHT,HTH,HTT,THH,THT,TTH,TTT}.
b) A = {HTT,THT,TTH,TTT},

B = {HTT,TTT},
C = {THH,THT,TTH,TTT}.

c) Ac = {HHH,HHT,HTH,THH},
A ∩B = B = {HTT,TTT},
A ∪ C = {HTT,THH,THT,TTH,TTT}.

2.2.

dice-sample-space
> dice <-

+ data.frame(red=rep(1:6,each=6),blue=rep(1:6,times=6))

# part b

> A <- with( dice, red + blue >= 9 )

> B <- with( dice, blue > red )

> C <- with( dice, blue == 5 )

> dice[A,]

red blue

18 3 6

23 4 5

24 4 6

28 5 4

29 5 5

30 5 6

33 6 3

34 6 4

35 6 5

36 6 6

> dice[B,]

red blue

2 1 2

3 1 3

4 1 4

5 1 5

6 1 6
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9 2 3

10 2 4

11 2 5

12 2 6

16 3 4

17 3 5

18 3 6

23 4 5

24 4 6

30 5 6

> dice[C,]

red blue

5 1 5

11 2 5

17 3 5

23 4 5

29 5 5

35 6 5

# part c

> dice[ A & B, ]

red blue

18 3 6

23 4 5

24 4 6

30 5 6

> dice[ B | C, ]

red blue

2 1 2

3 1 3

4 1 4

5 1 5

6 1 6

9 2 3

10 2 4

11 2 5

12 2 6

16 3 4

17 3 5

18 3 6

23 4 5

24 4 6

29 5 5

30 5 6

35 6 5

> dice[ A & (B | C), ]

red blue

18 3 6

23 4 5

24 4 6

29 5 5
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30 5 6

35 6 5

2.3.
print-sums

> printsums <- function(n){

+ n <- n-3

+ results <- character(0)

+ for (x in 0:n) {

+ for ( y in (0:(n-x)) ) {

+ z <- n - x - y

+ results <- c(results,paste(x+1,"+",y+1,"+",z+1,"=",x+y+z+3))

+ }

+ }

+ return(results)

+ }

> length(printsums(20)) # how many solutions?

[1] 171

> printsums(20)[1:10] # first 10 solutions

[1] "1 + 1 + 18 = 20" "1 + 2 + 17 = 20" "1 + 3 + 16 = 20"

[4] "1 + 4 + 15 = 20" "1 + 5 + 14 = 20" "1 + 6 + 13 = 20"

[7] "1 + 7 + 12 = 20" "1 + 8 + 11 = 20" "1 + 9 + 10 = 20"

[10] "1 + 10 + 9 = 20"

> printsums(7) # smaller example

[1] "1 + 1 + 5 = 7" "1 + 2 + 4 = 7" "1 + 3 + 3 = 7" "1 + 4 + 2 = 7"

[5] "1 + 5 + 1 = 7" "2 + 1 + 4 = 7" "2 + 2 + 3 = 7" "2 + 3 + 2 = 7"

[9] "2 + 4 + 1 = 7" "3 + 1 + 3 = 7" "3 + 2 + 2 = 7" "3 + 3 + 1 = 7"

[13] "4 + 1 + 2 = 7" "4 + 2 + 1 = 7" "5 + 1 + 1 = 7"

2.4. Suppose f(x, y, z) = f(a, b, c), then x−1 = a−1, y−1 = b−1, and z−1 = c−1,
so x = a, so y = b, and so z = c. This shows that f is one-to-one.

Now let 〈a, b, c〉 ∈ B, then 〈a+ 1, b+ 1, c+ 1〉 ∈ A and f(a+ 1, b+ 1, c+ 1) =
〈a, b, c〉, so f is onto.

Let g : B → C be defined by g(〈a, b, c〉) = 〈a, b〉 and let h : C → D be defined
by g(〈a, b〉) = 〈a, a+ b〉. Then g and h are bijections.

2.5. This is equivalent to looking for non-negative integer solutions to x+y+z = 12.
By analogy to Example 2.2.5, there are 12 + 1

2 (122) such solutions.

2.6.
cards-full-house> (choose(13,1)* # a number to have three of

+ choose(4,3)* # threee of that number

+ choose(12,1)* # a different number to have two of

+ choose(4,2)) / # two of that numer

+ choose(52,5)

[1] 0.0014406

2.7.
cards-two-pair

> (choose(13,2)* # two numbers (the pairs)

+ choose(4,2)*choose(4,2)* # two suits for each pair

+ choose(11,1)*choose(4,1)) / # one more card of a different number
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+ choose(52,5)

[1] 0.047539

2.8.
cards-three-kind> (choose(13,1) * # a number to have three of

+ choose(4,3) * # three of that number

+ choose(12,2) * # two other numbers

+ choose(4,1)*choose(4,1)) / # one of each of those numbers

+ choose(52,5)

[1] 0.021128

2.9.
> p<-rep(NA,4)

> p[1] <- choose(4,1) * choose(13,5) / choose(52,5)

> p[2] <- choose(4,2) * ( choose(26,5) - (choose(13,5)+choose(13,5))) / choose(52,5)

> p[4] <- choose(4,1) * choose(13,2) * 13 * 13 * 13 / choose(52,5)

> p[3] <- 1 - sum(p[-3]) # sum of all probabilities must be 1

> rbind(1:4,p)

1.000000000 2.0000000 3.0000000 4.0000000

p 0.001980792 0.1459184 0.5883553 0.2637455

2.10.
birthday-problem

# calculates prob of shared birthday

> birthdayprob <- function(n) {

+ last <- 366 - n

+ 1 - ( prod(seq(last,365)) / 365^n )

+ }

>

> birthdayprob(10)

[1] 0.11695

> cbind(20:25,sapply(20:25,birthdayprob))

[,1] [,2]

[1,] 20 0.41144

[2,] 21 0.44369

[3,] 22 0.47570

[4,] 23 0.50730

[5,] 24 0.53834

[6,] 25 0.56870

2.11.

birthday-sim
> birthdays <- rep(births78$dayofyear, births78$births)

> sharedBirthday <- function( n, birthdays) {

+ bdays <- sample( birthdays, n )

+ length( unique(bdays) ) < n

+ }

> perctable( replicate(1000, sharedBirthday(15, birthdays)) )

FALSE TRUE

74.4 25.6

> perctable( replicate(1000, sharedBirthday(20, birthdays)) )
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FALSE TRUE

57.9 42.1

> perctable( replicate(1000, sharedBirthday(25, birthdays)) )

FALSE TRUE

42.9 57.1

2.12.

donut-redo> choose(12+2,2)

[1] 91

2.13.

sum-redo> choose(17+2,2)

[1] 171

2.15. P(A ∪B) = P(A) + P(B)− P(A ∩B), so

P(A ∩B) = P(A) + P(B)− P(A ∪B)

≥ P(A) + P(B)− 1 .

2.16. P(A ∪B ∪C) = P(A) + P(B) + P(C)−P(A ∩B)−P(A ∩C)−P(B ∩C) +
P(A ∩B ∩ C)

2.17.

• P(at least one girl) = P(X ≥ 1)

• P(at least one girl and at least one boy) = P(X ≥ 1 and Y ≥ 1)

• P( at least one girl | at least one boy) = P(X ≥ 1 | Y ≥ 1)

2.18.

• P(Bad) = 3/18; P(AL 1) = 8/18

• P(Bad | AL 1) = 2/8 = 2/18
8/18 ; P(AL 1 | Bad) = 2/3 = 2/18

3/18

2.19.

P(A1 ∩A2 ∩A3) = P((A1 ∩A2) ∩A3)

= P((A1 ∩A2)) P(∩A3 | (A1 ∩A2))

= P(A1) P(A2 | A1)) P(∩A3 | (A1 ∩A2)) .

2.20. Suppose P(A | B) = P(A). Then P(A∩B) = P(B) ·P(A | B) = P(A) ·P(B),
so

P(B | A) =
Prob(A ∩B)

P(A)

=
Prob(A) · P(B)

P(A)
= P(B)
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2.21. If A and B are independent, then

P(A | Bc) =
P(A ∩Bc)

P(Bc)
=

P(A)− P(A ∩B)

1− P(B)

=
P(A)− P(A) · P(B)

1− P(B)
=

P(A)(1− P(B))

1− P(B)

= P(A) ,

so A and Bc are independent.

Part (b) follows from this (or can be proved analogously).

2.22. P(S) =
11

91
= 0.12088 P(A) = 50

91

P(S and A) =
6

91
= 0.0659

P(A) · P(S) =
11

91
· 50

91
= 0.0664

P(S|A) =
6
91
50
91

= 0.12

Although P(S) 6= P(S|A) and P(A) · P(S) 6= P(S and A), the values are ex-
tremely close. As defined, S and A are not independent. But if we think of our table
as representing a sample from a larger population, we certainly do not have enough
evidence to be convinced that S and A are not independent in the population. We
will learn formal procedures for this later.

2.23.

P(D) = P(D and AA) + P(D and Aa) + P(D and aa)

= P(AA) · P(D|AA) + P(Aa) · P(D|Aa) + P(aa) · P(D|aa)

= (0.25)(0.01) + (0.5)(0.05) + (0.25)(0.5) = 0.1525 .

2.24. Goal: Compute P(C + |T+) = P(C+ and T+)
P(T+)

Data:

• P(C+) = 2/3 [based on prior information]

• P(T + |C+) = 0.7 [sensitivity]

• P(T − |C−) = 0.9 [specificity]

Results:

• P(T + and C+) = P(C+) · P(T + |C+) = (2/3)(0.7) = 14/30

• P(T + and C−) = P(C−) · P(T + |C−) = (1/3)(0.1) = 1/30

• So P(C + |T+) = 14/30
15/30 = 14/15 = 0.9333

For part b, compute P(C + |T−) instead. Same methods work. (Answer is
6/15.)

2.25. P(A | B) =
P(A ∩B)

P(B)
=

P(A) · P(B | A)

P(B)
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2.26. P(All 5 numbers the same) = 1 · 1
6 ·

1
6 ·

1
6 ·

1
6 = 0.00077160

2.27.
cards-same-color> 2 * # black or red

+ choose(26,5) / # 5 cards from that color

+ choose(52,5) # any 5 cards

[1] 0.05062

2.28. Let p = P(D), then P(D | +) =
P(D ∩+)

P(+)
=

P(D) · P(+ | D)

P(D ∩+) + P(H ∩+)
=

p · 0.98

p · 0.98 + (1− p) · 0.01
Now we can let R do the work.

bayesDisease
> p <- c(0.01,0.10)

> ( p * 0.98 ) / ( p * 0.98 + (1-p)*0.01 )

[1] 0.49746 0.91589

2.29.
statistics> factorial(10) / ( factorial(3) * factorial(3) * factorial(2) )

[1] 50400

2.30. This situation is almost, but not quite, modeled by the binomial distribution.
The problem is that the four trials are not independent. The correct model is given
below.

acceptance-sampling
> choose(90,4)/choose(100,4) # prob only good ones selected

[1] 0.65163

> 1 - choose(90,4)/choose(100,4) # lot is rejected

[1] 0.34837

> f <- function(x) { 1 - choose(100-x,4)/choose(100,4) }

> myplot <- xyplot(sapply(10:100,f) ~ 10:100, type=’l’,

+ xlab="number of defective parts",

+ ylab="probability of rejecting",

+ lwd=2,

+ col="navy")
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The departure from independence is small, however, and a binomial model will
yield nearly the same results.

acceptance-sampling-binomial
> dbinom(0,4,10/100) # prob only good ones selected

[1] 0.6561

> 1 - dbinom(0,4,10/100) # lot is rejected

[1] 0.3439
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The negative binomial (or geometric) distribution could be used in place of the
binomial distribution.

acceptance-sampling-nbinom
> pnbinom(3,1,10/100) # lot is rejected

[1] 0.3439

2.31.
three-straight-heads

> 1/8 + # HHH--

+ 1/16 + # or THHH-

+ 1/16 # or -THHH

[1] 0.25

2.32.
mastermind> 6^4 # one of six colors in each of 4 holes

[1] 1296

> 8^5 # one of eight colors in each of 5 holes

[1] 32768

2.33.
cards-flush2> choose(13-3,2) / # two of remaining 10 spades

+ choose(52-5,2) # two of 47 remaining cards in deck

[1] 0.041628

2.34. The wines can be presented in 4 · 3 · 2 · 1 = 24 different orders, so the
probability of guessing correctly is 1/24.

2.35.

a)

(
n

k

)
=

n!

k!(n− k)!
=

(
n

n− k

)
.

Or note that there are as many ways to select k items as there are to not
select n− k items.

b)

(
n− 1

k

)
+

(
n− 1

k − 1

)
=

(n− 1)!

k!(n− k − 1)!
+

(n− 1)!

(k − 1)!(n− k − 1)!
=

(n− k)(n− 1)!

k!(n− k)!
+

k(n− 1)!

(k)!(n− k − 1)!
=

(n− k + k)(n− 1)!

k!(n− k)!
=

n!

k!(n− k)!
=

(
n

k

)
.

Or consider n items as a first item and n− 1 other items. Any subset of
the n items either includes the first item or it doesn’t. The number of subsets
containing the first item is

(
n−1
k−1

)
, and the number that do not contain the

first item is
(
n−1
k

)
.

2.36.
socks> 8*5*4 / choose(17,3) # 1 sock of each kind means no pairs

[1] 0.23529

> 1 - (8*5*4 / choose(17,3)) # so this is prob of getting a pair

[1] 0.76471

# or do it this way

> ( choose(8,2)*9 + choose(5,2) * 12 + choose(4,2) * 13 +

+ choose(8,3) + choose(5,3) + choose(4,3) ) / choose(17,3)

[1] 0.76471
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2.37. Let F be the event that a double-headed (fake) coin is selected, then

a) P(F | H) = P(F and H)
P(H) =

1
3 ·1

0+ 1
3 ·

1
2 + 1

3 ·1
= 2

3

b) P(∗H | H∗) = P(∗H and H∗)
P(H∗) = P(HH)

P(H∗) =
1
3 ·0+ 1

3 ·
1
4 + 1

3 ·1
1
3 ·0+ 1

3 ·
1
2 + 1

3 ·1
= 5

6

c) P(F | HH) = P(F and HH)
P(HH) =

1
3 ·1

0+ 1
3 ·

1
4 + 1

3 ·1
= 4

5 = 0.80.

2.38. For the first statement, (1) follows from Probability Axiom 1 and (2) follows
from Probability Axiom 2.

For the second statement, let the sample space S be the range of X and P(S =
s) = g(s).

2.39.

a) P(X = 1
2 ) = P(X ≤ 1

2 )− P(X ≤ 0) = 1
2 − 0 = 1

2 .

b) P(X = 3
4 ) = P(X ≤ 3

4 )− P(X ≤ 2
3 ) = 3

4 −
2
3 = 1

12 .

c) If w = 1− 1
n , P(X = 1− 1

2n ) > P(X = w).

d) F (1) = 1.

e) sup{F (w) | w < 1} = 1.

f) P(X = 1) = 0.

2.40.
deMere> 1 - dbinom(0,4,1/6) # P(at least one 6 in 4 tries)

[1] 0.51775

> pgeom(3,1/6) # P(fail at most 3 times before getting a 6)

[1] 0.51775

> 1 - dbinom(0,24,1/36) # P(at least one double 6 in 24 tries)

[1] 0.4914

> pgeom(23,1/36) # P(fail at most 23 times before getting double 6)

[1] 0.4914

2.41.

amy
> 1 - pnbinom( 13, 100, .92)

[1] 0.067491

2.42.
value of X 1 2 3 4
probability 0.4 0.3 0.2 0.1

Example calculation: P(X = 3) = 3
5 ·

2
4 ·

2
3 .

2.43. One way to solve these is to simply list all 16 possibilities and count. Note:
X = 4 and Y = 0 when there are no tails.

value of X 0 1 2 3 4
probability 1/2 1/4 1/8 1/16 1/16

The only way for Y = 3 is THHHH. Y = 0 means “heads before tails”, and
there are 5 possible transitions points from heads to tails. For Y = 2, we have
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either HTHH, or T*** with 3 possible places for the one T among the last three
slots. The final probability is obtained by subtraction.

value of Y 0 1 2 3
probability 5/16 3/8 1/4 1/16

2.44.

Hamming
> dbinom(0,4,.05) # P(all four bits received correctly

[1] 0.81451

> pbinom(1,7,.05) # P(>= 6 of 7 bits received correctly)

[1] 0.95562

> p <- seq(0,1,by=0.01)

> dd <- data.frame(probability=c(dbinom(0,4,p),pbinom(1,7,p)),

+ error.rate = c(p,p),

+ method = rep(c(’plain’,’Hamming’), each=length(p)))

> plot <- xyplot( probability ~ error.rate, data = dd,

+ groups = method, type=’l’,

+ xlab=’bitwise error rate’,

+ ylab=’message error rate’,

+ auto.key=list(columns=2,lines=TRUE,points=FALSE))

bitwise error rate

m
es

sa
ge

 e
rr

or
 r

at
e

0.0

0.2

0.4

0.6

0.8

1.0

0.0 0.2 0.4 0.6 0.8 1.0

Hamming plain

2.45.
freethrow04> 1 - pbinom(8,10,0.8) # make at least 9 of 10

[1] 0.37581

> 1 - pbinom(17,20,0.8) # make at least 18 of 20

[1] 0.20608

2.46.
freethrow02> dbinom(10,10,0.8) # make 10 straight

[1] 0.10737

>

> 1 - pnbinom(4,10,0.80) # at least 5 misses <-> at least 15 shots

[1] 0.12984

> pbinom(9,14,0.8) # 9 or fewer makes in 14 tries <-> at least 15 shots

[1] 0.12984

> pbinom(10,15,0.8) # 10 or fewer makes in 15 tries is INCORRECT

[1] 0.16423

>

> 1 - pnbinom(4,10,0.70) # at least 5 misses = at least 15 shots

[1] 0.4158

> pbinom(9,14,0.7) # 9 or fewer makes in 14 tries -> at least 15 shots

[1] 0.4158
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> pbinom(10,15,0.7) # 10 or fewer makes in 15 tries is INCORRECT

[1] 0.48451

2.47.
freethrow03> pp <- dbinom(5,5,0.80); pp # a) prob make 5 straight (= success)

[1] 0.32768

> dgeom(1,pp) # b) succeed with 1 miss (correct answer)

[1] 0.22031

> 0.20 * pp # miss first then make 5 straight (INCORRECT)

[1] 0.065536

> 1 - pgeom(1,pp) # c) miss more than one shot before success

[1] 0.45201

> probs <- dgeom(0:15,pp) # d)

#

> myplot <- xyplot(probs~0:15,main="Freddie",

+ xlab="misses",ylab="probability")

#################################################################

> pp <- dbinom(5,5,0.70) # a) prob make 5 straight (= success)

> pp

[1] 0.16807

>

> dgeom(1,pp) # b) succeed with 1 miss (correct answer)

[1] 0.13982

> 0.20 * pp # miss first then make 5 straight (_not_ the answer)

[1] 0.033614

>

> 1 - pgeom(1,pp) # c) miss more than one shot before success

[1] 0.69211

> probs <- dgeom(0:15,pp) # d)

#

> myplot <- xyplot(probs~0:15,main="Frank",

+ xlab="misses",ylab="probability")
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2.48.
multiple-choice01

> 1 - pbinom(11,20,0.25) # 11 or fewer correct fails

[1] 0.00093539

> 1 - pbinom(11,20,1/3) # 11 or fewer correct fails

[1] 0.012973

> 1 - pbinom(11,20, 0.5 + 0.4 * 1/3 + 0.1 * 1/4)

[1] 0.78657

2.49.
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playoffs01
### using binomial dist

> 1- pbinom(1,3,0.6) # win at least 2 of 3

[1] 0.648

> 1- pbinom(2,5,0.6) # win at least 3 of 5

[1] 0.68256

> 1- pbinom(3,7,0.6) # win at least 4 of 7

[1] 0.71021

### using neg binomial dist

> pnbinom(1,2,0.6) # lose <= 1 time before 2 wins

[1] 0.648

> pnbinom(2,3,0.6) # lose <= 2 times before 3 wins

[1] 0.68256

> pnbinom(3,4,0.6) # lose <= 3 times before 4 wins

[1] 0.71021

2.50.

a) P(X ≥ k) =
∑∞
x=k(1− π)xπ = (1−π)kπ

1−(1−π) = (1− π)k .

b) Assuming x ≥ k,

P(X = x | X ≥ k) =
P(X = x and X ≥ k)

P(X ≥ k)
=

(1− π)xπ

(1− π)k
= (1−π)x−kπ = P(X = x−k) .

2.51.
spinner

> probs <- dbinom(0:50,50,0.25)

> sum(probs[probs <= dbinom(8,50,0.25)]) # sum the small probs

[1] 0.1899

> binom.test(8,50,0.25) # check with binom.test()

Exact binomial test

data: 8 and 50

number of successes = 8, number of trials = 50, p-value = 0.1899

alternative hypothesis: true probability of success is not equal to 0.25

95 percent confidence interval:

0.071701 0.291126

sample estimates:

probability of success

0.16

Conclusion: Since the p-value is quite large, we consider the data consistent with
the hypothesis that the spinner is fair. Results like our sample data occur about 1
time in 5 just by random chance. (We do not reject the null hypothesis.)

2.52.

Gus> binom.test(8,10,p=.50)

Exact binomial test

data: 8 and 10
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number of successes = 8, number of trials = 10, p-value = 0.1094

alternative hypothesis: true probability of success is not equal to 0.5

95 percent confidence interval:

0.44390 0.97479

sample estimates:

probability of success

0.8

With such a large p-value we cannot reject the null hypothesis.

2.53.
mendel> binom.test(428,428+152,0.75)

Exact binomial test

data: 428 and 428 + 152

number of successes = 428, number of trials = 580, p-value =

0.5022

alternative hypothesis: true probability of success is not equal to 0.75

95 percent confidence interval:

0.70013 0.77329

sample estimates:

probability of success

0.73793

The p-value given above is the probability of getting a test statistic at least as
extreme as the one Mendel obtained (assuming randomly generated data from a
process with a true 3:1 ratio).

We are interested in the probability that random data would produce a p-value
at most as extreme a what Mendel obtained. This is approximately 1 minus the
p-value. (Why isn’t it exactly that?) Thus we would be concerned if the p-value
were too large.

As it is, the p-value indicates that the test statistics is near the middle of the
distribution of random test statistics. There is not reason to suspect Mendel based
on this analysis.

2.54.
beetles> binom.test(10,10+17)

Exact binomial test

data: 10 and 10 + 17

number of successes = 10, number of trials = 27, p-value = 0.2478

alternative hypothesis: true probability of success is not equal to 0.5

95 percent confidence interval:

0.19401 0.57632

sample estimates:

probability of success

0.37037

> binom.test(36,7+36)
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Exact binomial test

data: 36 and 7 + 36

number of successes = 36, number of trials = 43, p-value =

8.963e-06

alternative hypothesis: true probability of success is not equal to 0.5

95 percent confidence interval:

0.69299 0.93195

sample estimates:

probability of success

0.83721

In the first case, the p-value is large, so there is not enough evidence to reject
the null hypothesis (that the wasps have no preference between the two options). It
could be the that the difference in wasp behavior is simply due to random chance.

In the second case, the p-value is very small, so we reject the null hypothesis
(that wasps have no preference between the two options).

2.55.
prob-power01

> qbinom(0.975,200,0.5)

[1] 114

> qbinom(0.025,200,0.5)

[1] 86

> pbinom(85:86,200,0.5)

[1] 0.020019 0.027983

> 1 - pbinom(114:115,200,0.5)

[1] 0.020019 0.014063

>

# define a function to calculate power for given sample size.

> power = function(size,null=0.50,alt=0.55){

+ leftCritical <- -1 + qbinom(0.025, round(size),null)

+ rightCritical <- 1 + qbinom(0.975, round(size),null)

+ leftPower <- pbinom( leftCritical, round(size),alt)

+ rightPower <- 1 - pbinom( rightCritical - 1, round(size),alt)

+

+ result <- leftPower + rightPower

+

+ # the rest of this allows for more verbose output

+ attr(result,"power") = leftPower + rightPower

+ attr(result,"null") = null

+ attr(result,"alt") = alt

+ attr(result,"leftCritical") = leftCritical

+ attr(result,"rightCritical") = rightCritical

+ attr(result,"leftPower") = leftPower

+ attr(result,"rightPower") = rightPower

+

+ return (result)

+ }

>

# just the power values:

> as.numeric(power(200))
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[1] 0.26198

> as.numeric(power(400))

[1] 0.48066

>

# more verbose output:

> power(200)

[1] 0.26198

attr(,"power")

[1] 0.26198

attr(,"null")

[1] 0.5

attr(,"alt")

[1] 0.55

attr(,"leftCritical")

[1] 85

attr(,"rightCritical")

[1] 115

attr(,"leftPower")

[1] 0.00025817

attr(,"rightPower")

[1] 0.26172

>

> power(400)

[1] 0.48066

attr(,"power")

[1] 0.48066

attr(,"null")

[1] 0.5

attr(,"alt")

[1] 0.55

attr(,"leftCritical")

[1] 179

attr(,"rightCritical")

[1] 221

attr(,"leftPower")

[1] 2.4789e-05

attr(,"rightPower")

[1] 0.48063

>

# find sample size with 90% power

> uniroot(function(size){ as.numeric(power(size)) -0.90} ,c(400,5000))

$root

[1] 1075.5

$f.root

[1] -0.0017669

$iter

[1] 26
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$estim.prec

[1] 6.1035e-05

2.56. With a sample of size 200, the power of a test of the null hypothesis that the
coin is fair against an alternative where the coin has a probability of 0.55 of coming
up heads is approximately 26%. With a sample size of 400, the power increases to
approximately 48%. To achieve 90% power, we need a sample size of approximately
1075.

2.57. It turns out that some of these tests don’t actually have α = 0.05. This is
because the binomial distribution is discrete, and for some combinations of n and
π, we can’t approximate α = 0.05 as accurately as for others. So some of these
tests might have an actual α value that is less than 0.05, which makes the test less
powerful.

2.58. Many examples exist. t(x) = x2 works for any random variable that is not
constant.

2.59.

• The first equality is the definition of expected value.

• 1→ 2: we omit the first term from the sum since it is 0.

• 2→ 3: factor out n
x from binomial coefficient. Note that(

n

x

)
=

n!

x!(n− x)!
=
n

x

(n− 1)!

(x− 1)!(n− x)!
=
n

x

(
n− 1

x− 1

)
.

• 3→ 4: change of variable, y = x− 1.

• 4 → 5: sum is now all the probabilities of a binomial random variable with
parameters n− 1 and π, so the sum is 1.

2.60.

• definition.

• expand the square.

• distribute over sum and split into multiple summations.

• definition of expected value and factoring of constants.

• definition of expected value and sum of probabilities must be 1.

• simple algebra and renaming.

2.61. Var(aX+b) = E((aX+b)2)−E(aX+b)2 = E(a2X2 +2abX+b2)−(aE(X)+
b)2 = a2 E(X2) + 2abE(X) + b2 − a2 E(X)2 − 2abE(X)− b2 = a2 Var(X).

2.62.

socks-exp
> vals <- 1:4

> probs <- (4:1)/10

> sum(vals*probs) # expected value

[1] 2

> sum(vals^2*probs) - sum(vals*probs)^2 # variance

[1] 1
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2.63.
negbinomial-var

> vals <- 0:50

> probs.x <- dnbinom(vals,3,0.5)

> probs.y <- dnbinom(vals,3,0.2)

> var.x <- sum(vals^2 * probs.x) - sum(vals * probs.x)^2; var.x

[1] 6

> var.y <- sum(vals^2 * probs.y) - sum(vals * probs.y)^2; var.y

[1] 58.68

>

# better approximation using more terms:

> vals <- 0:500

> probs.x <- dnbinom(vals,3,0.5)

> probs.y <- dnbinom(vals,3,0.2)

> var.x <- sum(vals^2 * probs.x) - sum(vals * probs.x)^2; var.x

[1] 6

> var.y <- sum(vals^2 * probs.y) - sum(vals * probs.y)^2; var.y

[1] 60

2.64. E(X) =
∑n
k=1 k

1
n = 1

n (1 + 2 + · · ·+ n) = n+1
2 .

E(X2) =
∑n
k=1 k

2 1
n = 1

n (1 + 22 + · · ·+ n2) = 1
n ·

n(n+1)(2n+1)
6 = (n+1)(2n+1)

6 .

2.65.

• Part (a): This is just a uniform random variable, so the mean is n+1
2 = 128.

• Part (b): E(X) = 1· 1
255 +2· 2

255 +3· 4
255 +4· 8

255 +5· 16
255 +6· 32

255 +7· 64
255 +8· 128

255 ≈
7.03.

search-expval
# expected value of binary search

> vals <- 1:8

> probs <- 2^(vals-1) / 255

> sum(vals*probs)

[1] 7.0314

>

# expected value of linear search

> vals <- 1:255

> probs <- rep(1/255,255)

> sum(vals*probs)

[1] 128

2.68. Since Var(X) = E(X2) − E(X)2 ≥ 0, Exp(X2) ≥ Exp(X)2. Equality can
only be obtained if Var(X) = 0, in which case X is a constant.

2.69.

a) 1 dollar.

b) −1− 2− 4 + 8 = 1 dollar.

c) −1− 2− · · · − 2k−1 + 2k = 1 dollar.

d) P(X = 2k) = 1
2k−1

e) Exp(X) =∞ (
∑

2k2−(k−1) diverges.)

Instructor Solutions – Do not post or circulate



S-23 Instructor Solutions – Do not post or circulate

2.70. Answer will vary.

2.71. For every x, y, and z,

P(X = x and Y = y | Z = z) = P(X = x | Z = z) · P(Y = y | Z = z)

So once we know the value of Z, knowing the value of X or Y gives no additional
information about the other.

2.72. E(X2) = E(X)2 + Var(X)

2.73. E(X+Y +Z) = E((X+Y )+Z) = E(X+Y )+E(Z) = E(X)+E(Y )+E(Z).
A simple proof by induction shows that E(X1 +X2 + · · ·+Xn) = E(X1) + E(X2) +
· · ·+ E(Xn).

The proof for variance is similar.

2.74. We have already handled the case where s = 1. If s > 1, then we can express
X ∼ NBinom(s, π) as X = X1 +X2 + · · ·Xs where Xi ∼ NBinom(1, π) = Geom(π),
and the Xi’s are independent. We already know that E(Xi) = 1/π − 1, so

E(X) =

s∑
i=1

E(Xi) = s(
1

π
− 1) =

s

π
− s

2.75.

Var(X + Y + Z) = Var((X + Y ) + Z) = Var(X + Y ) + Var(Z)− 2 Cov(X + Y, Z)

= Var(X) + Var(Y ) + Var(Z)− 2 Cov(X,Y )− 2 Cov(X,Z) Cov(Y,Z) .

In general, Var(
∑
Xi) =

∑
Var(Xi)−

∑
i<j 2 Var(Xi, Xj) =

∑
i, j Cov(Xi, Xj).

2.76.

E [(X − µX)(Y − µY )] = E [XY − µXY − µYX + µXµY ]

= E(XY )− E(µXY )− E(µYX) + E(µXµY )

= E(XY )− E(X) E(Y ) = Cov(X,Y )

2.77. Answers will vary

2.78.

a) Cov(X,Y ) = E(XY )− E(X) E(Y ) = E(Y X)− E(Y ) E(X) = Cov(Y,X).

b) Cov(a + X,Y ) = E((a + X)Y ) − E(a + X) E(Y ) = E(aY + XY ) − (a +
E(X)) E(Y ) = aE(Y ) + E(XY )− aE(Y )− E(X) E(Y ) = Cov(X,Y ).

c) Cov(aX, bY ) = aCov(X, bY ) = abCov(X,Y ).

d) Cov(X,Y + Z) = E(X(Y + Z)) − E(X) E(Y + Z) = E(XY ) + E(XZ) −
E(X) E(Y )− E(X) E(Z) = Cov(X,Y ) + Cov(X,Z).

e) Cov(aW+bX, cY+dZ) = Cov(aW, cY+dZ)+Cov(bX, cY+dZ) = Cov(aW, cY )+
Cov(bX, cY ) + Cov(aW, dZ) + Cov(bX, dZ) = acCov(W,Y ) +adCov(W,Z) +
bcCov(X,Y ) + bdCov(X,Z).
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2.79. The probability that Alice wins is

π + (1− π)3π + (1− π)5π + · · ·
We want to find a value of π that makes this 0.5. We can do this numerically in R:

alice-bob01> f <- function(prob) {

+ prob + prob * (1-prob)^3/(1-(1-prob)^2)

+ }

> g <- function(prob) { f(prob) - 0.50 }

> uniroot(g,c(0.20,0.5))$root # when g=0, f=0.5

[1] 0.29292

We can also do this algebraically as follows. First let q = 1− π. Then we want to
find 1 such that

1

2
= (1− q) + q3(1− q) + q5(1− q) + · · ·

= (1− q) +
q3(1− q)

1− q2
=

(1− q)(1 + q) + q3

1 + q
.

This is equivalent to

0 =
1− q − 2q2 + 2q2

2 + 2q

=
(1− q)(1− 2q2)

2 + 2q
.

So q =
√

1
2 and π = 1−

√
1
2 = 0.2929.

2.80.
prob-pois-01

>

> dpois(0,6/3) # 0 customers in 1/3 hour

[1] 0.13534

> dpois(2,6/3) # 2 customers in 1/3 hour

[1] 0.27067

> 1-ppois(6,6) # more than 6 in 1 hour

[1] 0.3937

> dpois(6,6) # exactly 6 in 1 hour

[1] 0.16062

> ppois(5,6) # less than 6 in 1 hour

[1] 0.44568

> ppois(30,24) - ppois(19,24) # 20 to 30 customers in 4 hours

[1] 0.72389

The Poisson model might not be good because (1) arrivals may not be independent
(people come in groups or in response to something), and (2) the rate may not be
constant over the time period.

2.81. Let X be the number of goals scored in 89 games. Then under the assump-
tions of the problem, X ∼ Pois(λ = 206

50689), so the probability of scoring 44 or more
goals in that many games is given by the code below.

1 - ppois(43, 206/506 * 89)

[1] 0.1156876
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While it is possible that Zetterberg scores at a higher rate during the playoffs,
his playoff scoring performance is actually not that unusual for someone with his
regular season goal scoring rate. In fact, if we ignore the last playoff game, in
which Zetterberg scored 2 goals, we find there is even less evidence to support the
scoring-at-a-higher-rate hypothesis.

1 - ppois(41, 206/506 * 88)

[1] 0.1706307

Note, we are essentially conducting a 1-sided test of the the hypothesis that Zetter-
berg’s playoff goal-scoring rate is 206

506 , so the evidence against the null hypothesis
is even weaker than we have made it appear. Since it was the data that led us
to conjecture that Zetterberg’s goal scoring rate is higher during the playoffs, we
should really be doing a 2-sided test.

max(which(dpois(1:30,206/506*89) <= dpois(44,206/506*89)))

[1] 28

ppois(28,206/506*89)

[1] 0.0957538

ppois(28,206/506*89) + 1 - ppois(43, 206/506 * 89)

[1] 0.2114414

2.82.

fumbles-23> m <- max(fumbles$week2)

> table(factor(fumbles$week2,levels=0:m))

0 1 2 3 4 5 6 7 8

25 37 29 15 6 5 1 1 1

> favstats(fumbles$week2)

0% 25% 50% 75% 100% mean sd var

0.0000 1.0000 1.0000 2.0000 8.0000 1.7500 1.5624 2.4412

> m <- max(fumbles$week3)

> table(factor(fumbles$week3,levels=0:m))

0 1 2 3 4 5 6

28 30 31 22 8 0 1

> favstats(fumbles$week3)

0% 25% 50% 75% 100% mean sd var

0.0000 1.0000 2.0000 3.0000 6.0000 1.6333 1.2829 1.6459
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2.83.

fumbles-all> fumbles$all <- apply(fumbles[,5:7], 1, sum)
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All fumbles weeks 1−3

number of fumbles
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en
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0.15
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2.84. The fits of simulated data vary from simulation to simulation. The fits of
the football fumble data seem consistent with this amount of variablility.

fumbles-simulated> sim1 <- rpois(120, 1.75)

> sim2 <- rpois(120, 1.75)

> sim3 <- rpois(120, 1.75)

> favstats(sim1)

0% 25% 50% 75% 100% mean sd var

0.0000 1.0000 2.0000 2.0000 6.0000 1.7583 1.2636 1.5966

> favstats(sim2)

0% 25% 50% 75% 100% mean sd var

0.0000 1.0000 2.0000 2.0000 4.0000 1.7250 1.1224 1.2599

> favstats(sim3)

0% 25% 50% 75% 100% mean sd var

0.0000 1.0000 1.0000 2.0000 6.0000 1.6250 1.4498 2.1019

sim1

number of fumbles
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ty
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2.85.
ticket01> d <- cbind(c(9,13),c(14,9)); d

[,1] [,2]

[1,] 9 14

[2,] 13 9

> fisher.test(d)

Fisher’s Exact Test for Count Data

data: d

p-value = 0.238

alternative hypothesis: true odds ratio is not equal to 1

95 percent confidence interval:

0.11414 1.70666

sample estimates:

odds ratio

0.45336
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> phyper(9,23,22,22)

[1] 0.14904

2.86.
ticket02

> d <- cbind(c(61,103), c(69,44)); d

[,1] [,2]

[1,] 61 69

[2,] 103 44

> fisher.test(d)

Fisher’s Exact Test for Count Data

data: d

p-value = 0.0001362

alternative hypothesis: true odds ratio is not equal to 1

95 percent confidence interval:

0.22365 0.63666

sample estimates:

odds ratio

0.37904

> phyper(61,61+103,44+69,61+69)

[1] 7.215e-05

2.87.
ticket01-02

> or <- 9/13 / (14/9); print (c(or, 1/or))

[1] 0.44505 2.24691

> or <- 61/103 / (69/44); print (c(or, 1/or))

[1] 0.37766 2.64791

2.88.

fisher-twins1-alt
> phyper(3,13,17,18)

[1] 0.00046518

> convictions <- rbind( monozygotic=c(3,10), dizygotic=c(15,2))

> colnames(convictions) <- c(’not convicted’,’convicted’)

> convictions

not convicted convicted

monozygotic 3 10

dizygotic 15 2

> fisher.test(convictions, alternative = "less")

Fisher’s Exact Test for Count Data

data: convictions

p-value = 0.0004652

alternative hypothesis: true odds ratio is less than 1

95 percent confidence interval:

0.00000 0.28496

sample estimates:
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odds ratio

0.046937

2.89. The sum is telescoping and simplifies to log10(10)− log10(1) = 1− 0 = 1.

2.92. Since P(K = 3 | Q = 3) = 0 6= P(K = 3), K and Q are not independent
random variables. P(K = 2 | Q = 2) can be calculated as follows.

kings-and-queens
> numerator <- # P(K=2 & Q=2)

+ choose(4,2) * # pick 2 Kings

+ choose(4,2) * # pick 2 Queens

+ choose(52-4-4,1) / # pick 1 other card

+ choose(52,5)

>

> denominator <- # P(Q = 2)

+ choose(4,2) * # pick 2 Queens

+ choose(52-4,3) / # pick 3 other cards

+ choose(52,5)

>

> numerator/denominator

[1] 0.015264

2.93. Since P(K = 2 | H = 5) = 0 6= P(K = 2), K and H are not independent
random variables. P(K = 2 | H = 2) can be calculated as follows.

kings-and-hearts
> numerator <- # P(K=2 & H=2)

+ ( 1 * # pick King of Hearts

+ choose(3,1) * # pick one other King

+ choose(12,1) * # pick one other heart

+ choose(52-1-12-3,2) + # pick 2 other cards

+ #

+ choose(3,2) * # pick 2 Kings (not hearts)

+ choose(12,2) * # pick 2 hearts (not King)

+ choose(52-1-12-3,1) # pick 1 other card

+ ) / choose(52,5)

>

> denominator <- # P(H = 2)

+ choose(13,2) * # pick 2 hearts

+ choose(52-13,3) / # pick 3 other cards

+ choose(52,5)

>

> numerator/denominator

[1] 0.041816

2.94. P(B = b | W = w) = dhyper(b,3,5,3-w). P(R = r | W = w) =
dhyper(r,5,3,3-w). (This can be obtained either by using the formula for condi-
tional probability and simplifying, or be thinking about the situation: If w white
balls are chosen, the remaining 3−w balls must selected from among the 5 + 3 = 8
other balls in the urn.)

Here are tables of the probabilities.

conditional-urn
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# P(B=b | W=w) = dhyper(b,3,5,3-w)

> require(MASS) # for fractions()

> outer(0:2,0:3,function(x,y){dhyper(y,3,5,3-x)}) -> probs

> colnames(probs) = paste("B=",0:3,sep="")

> rownames(probs) = paste("W=",0:2,sep="")

> print(probs)

B=0 B=1 B=2 B=3

W=0 0.17857 0.53571 0.26786 0.017857

W=1 0.35714 0.53571 0.10714 0.000000

W=2 0.62500 0.37500 0.00000 0.000000

> print(fractions(probs))

B=0 B=1 B=2 B=3

W=0 5/28 15/28 15/56 1/56

W=1 5/14 15/28 3/28 0

W=2 5/8 3/8 0 0

#

# P(R=r | W=w) = dhyper(r,5,3,3-w)

> outer(0:2,0:3,function(x,y){dhyper(y,5,3,3-x)}) -> probs

> colnames(probs) = paste("R=",0:3,sep="")

> rownames(probs) = paste("W=",0:2,sep="")

> print(probs)

R=0 R=1 R=2 R=3

W=0 0.017857 0.26786 0.53571 0.17857

W=1 0.107143 0.53571 0.35714 0.00000

W=2 0.375000 0.62500 0.00000 0.00000

> print(fractions(probs))

R=0 R=1 R=2 R=3

W=0 1/56 15/56 15/28 5/28

W=1 3/28 15/28 5/14 0

W=2 3/8 5/8 0 0

2.95. binomial and hypergeometric.

2.96. The joint pmf for X and Z is

f(x, z) = P(X = x and Z = z) =

(
n

x

)
πx(1− π)n−x

(
n

z − x

)
πz−x(1− π)n−z+x

=

(
n

x

)(
n

z − x

)
πz(1− π)2n−z .

So the conditional pmf is

fX|Z=z(x) = P(X = x | Z = z) =
joint

marginal
=

(
n
x

)(
n
z−x
)
πz(1− π)2n−z(

2n
z

)
πz(1− π)2n−z

=

(
n
x

)(
n
z−x
)(

2n
z

) .

This is the pmf for a Hyper(n, n, z) random variable. Notice that this is true no
matter what π.

3.1. This can easily be done by hand since the kernel is a polynomial, but here is
code to do it numerically in R:

prob-dist01
> require(MASS) # for fractions()

> kernel <- function(x) { (x-2)*(x+2) * as.numeric(x >=-2 & x <= 2) }

> k <- 1 / integrate(kernel,-2,2)$value; k
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[1] -0.09375

> f <- function(x) { k * kernel(x) }

> fractions(k)

[1] -3/32

> integrate(f,-2,2) # check that we have pdf

1 with absolute error < 1.1e-14

> integrate(f,0,2)

0.5 with absolute error < 5.6e-15

> fractions(integrate(f,0,2)$value)

[1] 1/2

> integrate(f,1,2)

0.15625 with absolute error < 1.7e-15

> fractions(integrate(f,1,2)$value)

[1] 5/32

> integrate(f,-1,1)

0.6875 with absolute error < 7.6e-15

> fractions(integrate(f,-1,1)$value)

[1] 11/16

3.2. This can easily be done by hand since the kernel is a polynomial, but here is
code to do it numerically in R:

prob-dist02
> require(MASS) # for fractions()

> kernel <- function(x) { x*(x-3) * as.numeric(x >=0 & x <= 3) }

> k <- 1 / integrate(kernel,0,3)$value; k

[1] -0.22222

> fractions(k)

[1] -2/9

> g <- function(x) { k * kernel(x) }

> integrate(g,0,3) # check that we have pdf

1 with absolute error < 1.1e-14

> integrate(g,0,1)

0.25926 with absolute error < 2.9e-15

> fractions(integrate(g,0,1)$value)

[1] 7/27

> integrate(g,0,2)

0.74074 with absolute error < 8.2e-15

> fractions(integrate(g,0,2)$value)

[1] 20/27

> integrate(g,1,2)

0.48148 with absolute error < 5.3e-15

> fractions(integrate(g,1,2)$value)

[1] 13/27

3.3. Consider the following process defining a random variable X. Flip a coin. If
the result is heads, X = 0, else X ∼ Unif(1, 2). X has a cdf

f(x) =


0 if x < 0,

0.5 if x ∈ [0, 1],

0.5 + 0.25x if x ∈ [1, 2],

1 if x ≥ 2,
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but no pmf or pdf.

3.4. Since αf(x) + (1− α)g(x) ≥ 0 for all x, we only need to check that the total
probability is 1:∫
αf(x)+(1−α)g(x) dx = α

∫
f(x) dx+(1−α)

∫
g(x) dx = α ·1+(1−α) ·1 = 1 .

3.5. The cdf of an exponential distribution is F (x) = 1 − e−λx, so the p-quantile
q satisfies

p = 1− e−λq

1− p = e−λq

ln(1− p) = −λq
ln(1− p)
−λ

= q .

So the median is first, second, and third quartiles are − ln(0.75)
λ , − ln(0.5)

λ , and
− ln(0.25)

λ , respectively.

3.6. limx→−∞ F (x) = 0, limx→∞ F (x) = 1, and d
dxF (x) = f(x) = 1

π(x2+1) ≥ 0 for

all x, so F is a legitimate cdf.

cauchy01
> qcauchy(0.9)

[1] 3.0777

3.7. Since changing the value of f at a single input does not change the value of∫
f(x) dx, any such change will result in two pdfs with the same cdf.

3.8. E(X) =
∫

(x − µ)2f(x) dx =
∫
x2f(x) dx − 2µ

∫
f(x) dx + µ2 = E(X2) −

E(X)2.

3.9. ∫
e−xλx2λ dx = λ

∫
x2e−xλ dx

= 2

∫
xe−xλ dx− x2e−xλ

= x2(−e−xλ)− 1

λ
(2xe−xλ) +

2

λ

∫
e−xλ dx

= x2(−e−xλ)− 1

λ2
(2e−xλ)− 1

λ
(2xe−xλ) + C

= −(e−xλ
1

λ2
(x2λ2 + 2xλ+ 2)) + C
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So

E(X2) =

∫ ∞
0

x2λe−λx dx

= lim
L→∞

−
(
e−xλ(x2λ2 + 2xλ+ 2)

)
/λ2
∣∣L
0

=
2

λ

Var(X) =
2

λ
− 1

λ
=

1

λ

3.10.

a) P(X ≤ 1) = F (1) = 1/4.

b) P(0.5 ≤ X ≤ 1) = F (1)− F (0.5) = 1/4− 1/16 = 3/16.

c) P(X > 1.5) = 1− F (1.5) = 1− 9/16 = 7/16.

d) The median of X: m2/4 = 1/2 =⇒ m =
√

2.

e) The pdf of X: f(x) = x/2.

prob-cdf01
> f <- function(x) { x/2 } # define pdf

> integrate(f,lower=0,upper=2) # check it is a pdf

1 with absolute error < 1.1e-14

> xf <- function(x) x * f(x)

> integrate(xf,lower=0,upper=2) # expected value

1.3333 with absolute error < 1.5e-14

> xxf <- function(x) { x^2 * f(x) }

> integrate(xxf,lower=0,upper=2) # E(X^2)

2 with absolute error < 2.2e-14

>

# compute the variance using E(X^2) - E(X)^2

> integrate(xxf,lower=0,upper=2)$value -

+ (integrate(xf,lower=0,upper=2)$value)^2

[1] 0.22222

3.11.

a) P(X ≤ 1) = G(1) = 1/8

b) P(0.5 ≤ X ≤ 1) = G(1)−G(0.5) = 1/8− 1/64 = 7/64

c) P(X > 1.5) = 1−G(1.5) = 1− (1/8)(27/64) = 485/512

d) The median of X: m3/8 = 1/2 =⇒ m = 3
√

4

e) The pdf of X: f(x) = 3x2/8

prob-cdf02
> g <- function(x) { 3 * x^2 / 8 } # define pdf

> integrate(f,lower=0,upper=2) # check it is a pdf

1 with absolute error < 1.1e-14

> xg <- function(x) { x * g(x) }

> integrate(xg,lower=0,upper=2) # expected value

1.5 with absolute error < 1.7e-14

> xxg <- function(x) { x^2 * g(x) }

> integrate(xxg,lower=0,upper=2) # E(X^2)
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2.4 with absolute error < 2.7e-14

>

# compute the variance using E(X^2) - E(X)^2

> integrate(xxg,lower=0,upper=2)$value -

+ (integrate(xg,lower=0,upper=2)$value)^2

[1] 0.15

3.12. This can all be done by hand to give exact values, but here is code to show
how to get R to do the numerical calculations.

prob-traffic-01

> f <- function(x) {1/x^4}

> k <- 1 / integrate(f,1,Inf)$value; k

[1] 3

> f <- function(x) {k / x^4}

> integrate(f,1,Inf)

1 with absolute error < 1.1e-14

> integrate(f,2,3)

0.087963 with absolute error < 9.8e-16

> xf <- function(x) { x * f(x) }

>

# find the median

> g <- function(x) { integrate(f,1,x)$value - 0.5 }

> uniroot(g,c(1,10))$root

[1] 1.2599

>

> Ex <- integrate(xf,1,Inf)$value; Ex # E(X)

[1] 1.5

> xxf <- function(x) { x^2 * f(x) }

> Exx <- integrate(xxf,1,Inf)$value; Exx # E(X^2)

[1] 3

> Exx - (Ex)^2 # variance

[1] 0.75

> sqrt(Exx - (Ex)^2) # st dev

[1] 0.86603

3.13. For continuous distributions,

E(aX + b) =

∫
(ax+ b)f(x) dx = a

∫
xf(x) dx+ b

∫
f(x) dx = aE(X) + b .

The analog for discrete distributions was proved earlier. Var(aX + b) = a2 Var(X)
follows exactly as in Exercise 2.61.
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3.14.

MX(t) = E(etX)

=

n∑
x=1

etx · 1

n

=
1

n
·
n∑
x=1

(et)x

=
1

n
· e

t − (et)n+1

(1− et)

=
et

n
· 1− ent

(1− et)

3.15.

MX(t) = E(etX)

=

∞∑
x=0

etx · (1− π)xπ

= π

∞∑
x=0

(
et(1− π)

)x
=

π

1− et(1− π)

3.16. Integration by parts shows that∫
yety dy =

y

t
ety −

∫
1

t
ety dy + C

=
1

t2
[
tyety − ety

]
+ C =

1

t2
[(ty − 1)] + C

So

MY (t) = E(etY )

=

∫ 1

0

etyy dy +

∫ 2

1

ety(2− y) dy

=

∫ 1

0

etyy dy + 2

∫ 2

1

ety dy −
∫ 2

1

yety dy

=
1

t2
[
(ty − 1)ety

]∣∣∣∣1
0

+

[
2

1

t
ety
]∣∣∣∣2

1

− 1

t2
[
(ty − 1)ety

]∣∣∣∣2
1

=
1

t2
[
(t− 1)et + 1 + 2te2t − 2tet − (2t− 1)e2t + (t− 1)et

]
=

1

t2
[
e2t − 2et + 1

]
=

(et − 1)2

t2

Here is Mathematica code for this problem.
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In[4]:= Integrate[E^(t*y)*y, {y, 0, 1}] +

Integrate[E^(t*y)*(2 - y), {y, 1, 2}]

Out[4]= (1 + e^t (-1 + t))/t^2 + (e^t (-1 + e^t - t))/t^2

In[5]:= Integrate[E^(t*y)*y, {y, 0, 1}]

Out[5]= (1 + e^t (-1 + t))/t^2

In[6]:= Integrate[E^(t*y)*(2 - y), {y, 1, 2}]

Out[6]= (e^t (-1 + e^t - t))/t^2

In[7]:= Together[

Integrate[E^(t*y)*y, {y, 0, 1}] + Integrate[E^(t*y)*(2 - y), {y, 1, 2}]]

Out[7]= (-1 + e^t)^2/t^2

3.17. e−λ+λet .

3.18. E(etY ) =

∫ ∞
0

etyye−y dy =
1

(t− 1)2

3.19.

M ′(t) = π1e
t + 2π2e

2t

M ′(0) = π1 + 2π2

M ′′(t) = π1e
t + 4π2e

2t

M ′′(0) = π1 + 4π2

Var(X) = π1 + 4π2 − (π1 + 2π2)2

3.20.

M ′(t) = λet · e−λ+λet

M ′(0) = λ · 1 = λ = E(X)

M ′′(t) = (λet)2 · e−λ+λet + λet · e−λ+λet

M ′′(0) = λ2 + λ

Var(X) = λ2 + λ− λ2 = λ

3.21.

M ′(t) = tet
2/2

M ′(0) = 0

M ′′(t) = (t2 + 1)et
2/2

M ′′(0) = 1

Var(X) = 1− 02 = 1
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3.22.

M ′(t) = (α+ βt)eα+βt2/2

M ′(0) = α = E(X)

M ′′(t) = (α+ βt)2eα+βt2/2 + βeα+βt2/2

M ′′(0) = α2 + β

Var(X) = α2 + β − α2 = β

3.23. From Mathematica:

In[16]:= D[(1 - alpha*t)^(-k), t]

Out[16]= alpha k (1 - alpha t)^(-1 - k)

In[17]:= D[D[(1 - alpha*t)^(-k), t], t]

Out[17]= -alpha^2 (-1 - k) k (1 - alpha t)^(-2 - k)

So the mean is kα and the variance is (k + 1)kα2 − k2α2 = kα2.

3.24. Sage output:

sage: M(t) = e^(2*t) / (1 - t^2)

sage: diff(M(t), t, 1)

-2*e^(2*t)/(t^2 - 1) + 2*t*e^(2*t)/(t^2 - 1)^2

sage: diff(M(t), t, 1)(t=0) # E(X)

2

sage: diff(M(t), t, 2)

-4*e^(2*t)/(t^2 - 1) + 8*t*e^(2*t)/(t^2 - 1)^2 -

8*t^2*e^(2*t)/(t^2 - 1)^3 + 2*e^(2*t)/(t^2 - 1)^2

sage: diff(M(t), t, 2)(t=0) # E(X^2)

6

sage: diff(M(t), t, 2)(t=0) - (diff(M(t),t)(t=0))^2 # variance

2

M ′(t) = −2 e(2 t)

(t2−1) + 2 te(2 t)

(t2−1)2
. M ′′(t) = −4 e(2 t)

(t2−1) + 8 te(2 t)

(t2−1)2
+ −8 t2e(2 t)

(t2−1)3
+ 2 e(2 t)

(t2−1)2
.

3.25. Sage output:

sage: M(t) = 2/(2-t)

sage: diff(M(t), t)

2/(t - 2)^2

sage: diff(M(t), t)(t=0) # E(X)

1/2

sage: diff(M(t), t, 2)

-4/(t - 2)^3

sage: diff(M(t), t, 2)(t=0) # E(X^2)

1/2

sage: diff(M(t), t, 2)(t=0) - (diff(M(t),t)(t=0))^2 # variance

1/4
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M ′(t) = 2
(t−2)2

. M ′′(t) = −4
(t−2)3

.

3.26. Sage output:

sage: M(t) = (3/(3-t))^2

sage: diff(M(t), t)

-18/(t - 3)^3

sage: diff(M(t), t)(t=0) # E(X)

2/3

sage: diff(M(t), t, 2)

54/(t - 3)^4

sage: diff(M(t), t, 2)(t=0) # E(X^2)

2/3

sage: diff(M(t), t, 2)(t=0) - (diff(M(t),t)(t=0))^2 # variance

2/9

M ′(t) = −18
(t−3)3

. M ′′(t) = 54
(t−3)4

.

3.30.

a) Binom(10, 1/2).

b) Norm(1, 1).

c) Exp(λ = 1/2).

d) Gamma(α = 3, λ = 1/2) = Gamma(α = 3, β = 2).

3.31. Let X ∼ Gamma(α, λ) and let Y ∼ 3X. Then

MY (t) = MX(3t) =

(
λ

λ− 3t

)α
=

(
λ
3

λ
3 − t

)α
,

so Y ∼ Gamma(α, λ3 ).

3.32.

prob-middle-of-dist
> pexp(1+1) - pexp(1-1)

[1] 0.86466

> pexp(1/2 + 1/2,rate=2) - pexp(1/2 - 1/2,rate=2)

[1] 0.86466

> punif(0.5+ sqrt(1/12),0,1) - punif(0.5 - sqrt(1/12),0,1)

[1] 0.57735

> s <- sqrt(8/(6^2*7))

> pbeta(2/6 + s,shape1=2,shape2=4) - pbeta(2/6 - s,shape1=2,shape2=4)

[1] 0.65218

Things to notice:

• Both exponential distributions give the same answer. This is because the
exponential distributions are all constant multiples of each other.

• Compared to ∼ 68% for the normal distribution, the beta and uniform dis-
tribution are lower (not as much piled in the middle), and the exponential
distribution is higher.
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3.33.

prob-weibull-01
# a = shape; b = scale (acts like 1/lambda from exponential dist)

>

> a <- 2; b <- 3

> m <- b * gamma(1 + 1/a); m # mean

[1] 2.6587

> v <- b^2 * ( gamma(1 + 2/a) - gamma(1+1/a)^2 ); v # var

[1] 1.9314

> qweibull(0.5,a,b) # median

[1] 2.4977

> pweibull(m,a,b) # less than mean

[1] 0.54406

> pweibull(6,a,b) - pweibull(1.5,a,b) # in a range

[1] 0.76049

> pweibull(m+sqrt(v),a,b) - pweibull(m - sqrt(v) ,a,b) # near mean

[1] 0.67433

>

# with roles of parameters reversed

>

> a <- 3; b <- 2

> m <- b * gamma(1 + 1/a); m # mean

[1] 1.7860

> v <- b^2 * ( gamma(1 + 2/a) - gamma(1+1/a)^2 ); v # var

[1] 0.42133

> qweibull(0.5,a,b) # median

[1] 1.77

> pweibull(m,a,b) # less than mean

[1] 0.50937

> pweibull(6,a,b) - pweibull(1.5,a,b) # in a range

[1] 0.65582

> pweibull(m+sqrt(v),a,b) - pweibull(m - sqrt(v) ,a,b) # near mean

[1] 0.66771

>

3.34.

prob-beta-01
> m <- 5/(2+5); m # mean

[1] 0.71429

> v <- 5 * 2 / ( (5+2)^2 * (5 + 2 + 1) ); v # var

[1] 0.02551

> qbeta(0.5,5,2) # median

[1] 0.73555

> pbeta(m,5,2) # less than mean

[1] 0.45156

> pbeta(0.4,5,2) - pbeta(0.2,5,2) # in a range

[1] 0.03936

> pbeta(m+sqrt(v), 5, 2) - pbeta(m-sqrt(v), 5, 2) # near mean

[1] 0.66201

3.38.
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a) This qq-plot has an “S”-shape indicating that the center of the distribution is
more spread out than a normal distribution and the tails, less. (These data
were sampled from a uniform distribution.)

b) There is a marked curve in the plot indicating a distribution that is skewed
right. (These data were sampled from an exponential distribution.)

c) This is also skewed right by not quite as extremely as in the previous example.
(These data were sampled from a Chisq(2)-distribution.)

d) The distribution appears symmetric but the extremes are much more extreme
than in a normal distribution. (These data was sampled from a Cauchy dis-
tribution.)

3.40. The heights of men and women separately both look approximately normally
distributed.

3.41. The heights of men and women separately both appear to be skewed right.
The heaviest subjects are heavier and the lightest subjects lighter than we would
expect from a normal distribution.

3.43. It suffices to handle the case where g is the identity transformation since we
can apply the lemma first to f(X) and g and then to X2 = f(X) and g(Y ).

For any b and y,

P(f(X) = b and Y = y) = P(X ∈ f−1(b) and Y = y)

=
∑

x∈t−1(b)

P(X = x and Y = y)

=
∑

x∈t−1(b)

P(X = x) · P(Y = y) = P(Y = y)
∑

x∈t−1(b)

P(X = x)

= P(Y = y) P(t(X) = b) .

So f(X) and Y are independent.

3.44.

a)
∫ 1

0

∫ 1

0
x2y3 dxdy = 1/12, so the pdf is 12x2y3 on [0, 1]2.

b) P(X ≤ Y ) =
∫ 1

0

∫ y
0

12x2y3 dxdy = 4/7.

c) fX(x) =
∫ 1

0
12x2y3 dy = 3x2, and fY (y) =

∫ 1

0
12x2y3 dx = 4y3. Since the

product of marginals equals the joint pdf, X and Y are independent.

3.47.

a) fX,Y (x, y) = 1
πR2 on the interior of the circle (and 0 elsewhere).

b) π(R/2)2 · 1
πR2 = 1/4.

c) (πR
2

2 +R2) 1
πR2 = 1

2 + 1
π ≈ 0.8183.

3.48. P(
√
X2 + Y 2 ≤ R/2) = P(d ≤ R/2) = 1

2 . Since this differs from the
probability given in the previous problem, the two distributions are not the same.

3.49. It is used twice in one step. Because X and Y are independent, etX and etY

are independent. And because those are independent, E(etXetY ) = E(etX) E(etY ).
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3.50. a) (150 − 100)/20 = 2.5; (150 − 110)/15 = 2.67, so Ralph is more likely to
score above 150.

b) difference in scores is approx normal with mean 10 and standard deviation
25. So prob Ralph wins is pnorm(-10,0,25) == 0.34458.

c) for three games the mean is still 10, but the standard deviation is 25/
√

3.
So prob Ralph wins is

> pnorm(-10,0,25/sqrt(3))

0.24421

d) We used this sort of combination of normal random variables repeatedly to
work out sampling distributions. Examples: sampling for mean, difference between
two means, difference between two proportions, etc.

e) prob that Ralph wins is 1- pbinom(1,3,.34458) == 0.27438. So Ralph
is slightly better off playing best 2 of three rather than best total score.

3.51. The mgf for the sum is M(t) = e−λ1+λ1e
t · e−λ2+λ2e

t

= e−(λ1+λ2)+(λ1+λ2)et ,
which is the mgf for a Pois(λ1 + λ2) random variable.

3.52. The mgf for the sum is M(t) = (π1e
t + 1 − π1)n · (π2e

t + 1 − π2)n =
[(π1e

t + 1 − π1)(π2e
t + 1 − π2)]n, but this is not the mgf of a binomial random

variable.

3.53. The mgf for the sum is M(t) =
[
λ
λ−t

]α1
[
λ
λ−t

]α2

=
[
λ
λ−t

]α1+α2

, which is the

mgf of a Gamma(α1 + α2, λ) random variable.

3.54. The mgf for the sum is M(t) =
[
λ1

λ1−t

]α [
λ2

λ2−t

]α
=
[

λ1λ2

(λ1−t)(λ2−t)

]α
, which is

not the mgf of a gamma distribution unless λ1 = λ2.

4.1. The population mean is π, and the sample mean is∑
Xi

n
=

number of successes in sample

n
= sample proportion ,

so π̂ is the sample proportion.

4.2. The mean of the population doesn’t depend on θ. It is always 0, so we don’t
get a meaningful equation to solve. If x = 0, we get 0 = 0 which is true for all

values of θ̂. And if x 6= 0, the equation has no solutions.

4.3.

mom-unif1-sim> simulate <- function(size) {

+ rdata <- runif(size)

+ 2 * mean(rdata) < max(rdata)

+ }

> mean(replicate(1000, simulate(6)))

[1] 0.233

> mean(replicate(1000, simulate(12)))

[1] 0.307

> mean(replicate(1000, simulate(24)))

[1] 0.359

Instructor Solutions – Do not post or circulate



S-41 Instructor Solutions – Do not post or circulate

4.4. The method of moments estimate π̂ satisfies

x =
s

π̂
− s = s(

1

π̂
− 1) ,

so
π̂ =

s

x+ s
.

4.5.

moment> moment <- function( k=1, # which moment?

+ x, # data

+ centered=TRUE, # centered on mean?

+ na.rm =T) # remove missing vals?

+ {

+

+ if (na.rm) { x <- x[!is.na(x)] }

+

+ if (length(k) > 1) { # vectorize this (fancy)

+ return( sapply(k, moment, x=x, centered=centered) )

+ }

+

+ if ( centered ) { m = mean(x) } else { m = 0 }

+

+ return ( sum( (x-m)^k ) / length(x) )

+ }

> x <- (1:10)^2; n <- length(x)

> moment(1:2,x,centered=F)

[1] 38.5 2533.3

> moment(1:2,x,centered=T)

[1] 0.0 1051.0

>

> c(mean(x), (n-1) / n * var(x))

[1] 38.5 1051.0

4.7.

miaa-ft-beta> miaa <- miaa05

> length(miaa$FTPct)

[1] 134

> beta.mom(miaa$FTPct)

shape1 shape2

1.7665 1.1337

# remove players who took no shots

> someshots <- miaa$FTPct[miaa$FTA >=1]

> length(someshots)

[1] 125

> beta.mom(someshots) -> bmom1; bmom1

shape1 shape2

3.3672 1.7895

> plot1 <- qqmath(someshots,

+ dist=function(x)qbeta(x,bmom1["shape1"],bmom1["shape2"]))

# remove players with fewer than 10 shots

> tenshots <- miaa$FTPct[miaa$FTA >=10]
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> length(tenshots)

[1] 94

> beta.mom(tenshots) -> bmom2; bmom2

shape1 shape2

7.3027 3.5301

> plot2 <- qqmath(tenshots,

+ dist=function(x)qbeta(x,bmom2["shape1"],bmom2["shape2"]))

function(x) qbeta(x, bmom1["shape1"], bmom1["shape2"])
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The distributions change when we remove players for two reasons: (1) players
with few shots provide only very little data on their actual free throw shooting
ability, and (2) probably players with more free throws are also better players.
(Players with few free throw attempts may have had very little playing time.)

The fit clearly improves when we remove these players.

4.9. We begin by fitting an Exp(λ)-distribution. Since E(X) = 1
λ when X ∼

Exp(λ), we need to solve

1

λ̂
= x

for λ̂. This gives λ̂ = 1
x .

mom-life01> life01 <- c(16, 34, 53, 75, 93, 120, 150, 191, 240, 339)

> l <- 1/ mean(life01); l

[1] 0.0076278

Now we fit a gamma distribution. When X ∼ Gamma(α, λ), then E(X) = α
λ

and Var(X) = α
λ2 , so we must solve

α̂

λ̂
= x

α̂

λ̂2
= v = s2n− 1

n

The solutions are

α̂ =
x2

v

λ̂ =
x

v

mom-life02> m <- mean(life01); m

[1] 131.1
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> n <- length(life01); n

[1] 10

> v <- var(life01) * (n-1) / n; v

[1] 9252.5

#alpha

> m^2/v

[1] 1.8576

#lambda

> m/v

[1] 0.014169

Note that α̂ is pretty close to 1, so the estimated gamma distribution is not so
different from the exponential in this case.

4.11. E(θ̂) = E(2X) = 2 E(X) = 2 θ2 = θ, so the estimator is unbiased.

4.12. Answers will vary.

4.13. E(Xw) = E(
∑

(wiXi)) =
∑

E(wiXi) =
∑
wi E(Xi) = µ

∑
wi = µ precisely

when
∑
wi = 1.

4.14. SE = 10/
√

16 = 2.5. X − µ ∼ Norm(0, SE). P(|X − µ| < 2) =

clt-prob02
> pnorm(2,sd=2.5) - pnorm(-2,sd=2.5)

[1] 0.57629

4.15.

a) Let T be the event that a subject would answer true to question A. Let A be
the even that a subject is asked question A. Then

ρ = P(subject answers true) = P(T | A) P(A) + P(T c | Ac) P(Ac)

= θπ + (1− θ)(1− π)

= θπ + 1 + θπ − θ − π
= (2π − 1)θ + (1− π) .

b) θ = ρ+π−1
(2π−1) .

c) Given an iid random sample, X = number of “true responses” ∼ Binom(n, ρ)
which has mean nρ and variance nρ(1− ρ). So ρ̂ = X

n has mean ρ (and hence

is unbiased) and variance ρ(ρ−1)
n . If we have a simple random sample, then

the expected value remains unchanged because X is still a sum of (dependent)
Bernoulli random variables.

d) A natural estimator of θ is θ̂ = ρ̂+π−1
(2π−1) . E(θ̂) = E(ρ̂)+π−1

(2π−1) = ρ+π−1
(2π−1) = θ, so θ̂ is

unbiased.

e) see above.

f) Var(θ̂) = Var( ρ̂+π−1
(2π−1) ) =

ρ(1−ρ)
n

(2π−1)2 . We can use the identity in (a) to express

this in terms of θ and π (but not ρ) if we like.
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g) The variance of each estimator has n in the denominator, so as sample size
increases, the variance vanishes. Since the estimators are also unbiased, they
are consistent.

4.16.

clt-prob-finite-sample

> x <- c(1,2,4,4,9)

> mu <- sum(x * 0.2); mu # population mean

[1] 4

> v <- sum(x^2 *0.2) - mu^2; v # population variance

[1] 7.6

> pairsums <- outer(x,x,"+") # compute 25 sums

> pairmeans <- pairsums/2

>

# sampling distribution with SRS

> srs.means <- as.vector(pairmeans[lower.tri(pairmeans)]); srs.means

[1] 1.5 2.5 2.5 5.0 3.0 3.0 5.5 4.0 6.5 6.5

> iid.means <- as.vector(pairmeans); iid.means

[1] 1.0 1.5 2.5 2.5 5.0 1.5 2.0 3.0 3.0 5.5 2.5 3.0 4.0 4.0 6.5 2.5 3.0

[18] 4.0 4.0 6.5 5.0 5.5 6.5 6.5 9.0

>

> srs.mean <- sum(srs.means * 0.1); srs.mean

[1] 4

> srs.var <- sum(srs.means^2 * 0.1) - srs.mean^2; srs.var

[1] 2.85

> v/2 * (5-2) / (5-1)

[1] 2.85

> sqrt(v/2 * (5-2) / (5-1))

[1] 1.6882

>

> var(srs.means) # INCORRECT variance

[1] 3.1667

>

# sampling distribution with iid sample

> iid.mean <- sum(iid.means * 0.04); iid.mean

[1] 4

> iid.var <- sum(iid.means^2 * 0.04) - iid.mean^2; iid.var

[1] 3.8

> v/2

[1] 3.8

> sqrt(v/2)

[1] 1.9494

>

> var(iid.means) # INCORRECT variance

[1] 3.9583
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4.17. We’ll handle the case where a > 0. The case where a < 0 is similar. Let
Y = aX + b and let Yn = aXn + b. Then

FYn(y) = P(aXn + b ≤ y)

= P(Xn ≤
y − b
a

)

= FXn(
y − b
a

)

→ FX(
y − b
a

) = FY (y) as n→∞,

so aXn + b
D→ aX + b.

4.19. If nπ > 10, then 3
√
nπ(1− π) < 3

√
nπ < 3

√
10 < 10.

4.20.

> binom.test(450,950)

Exact binomial test

data: 450 and 950

number of successes = 450, number of trials = 950, p-value

= 0.1118

alternative hypothesis: true probability of success is not equal to 0.5

95 percent confidence interval:

0.4415309 0.5060011

sample estimates:

probability of success

0.4736842

> prop.test(450,950)

1-sample proportions test with continuity correction

data: 450 out of 950, null probability 0.5

X-squared = 2.5274, df = 1, p-value = 0.1119

alternative hypothesis: true p is not equal to 0.5

95 percent confidence interval:

0.4415808 0.5060030

sample estimates:

p

0.4736842

Since the p-value is larger than 0.10, we cannot reject the null hypothesis that
π = 0.50. In other words, we cannot predict which side of 0.5 π is on. So we call
the vote “too close to call.”

4.21. Let X be the mean of a sample of size 3. Then X ∼ Norm(µ, σ/
√

3) so
X − µ = Norm(0, 0.0115) and P(|X − µ| ≤ 0.02) is given by

> pnorm(0.02,sd=0.02/sqrt(3)) - pnorm(-0.02,sd=0.02/sqrt(3))

[1] 0.9167355
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If the sample size is increased to n = 4, our chances improve:

> pnorm(0.02,sd=0.02/sqrt(4)) - pnorm(-0.02,sd=0.02/sqrt(4))

[1] 0.9544997

4.22.

z-test> z.test <- function (x,

+ alternative = c("two.sided", "less", "greater"),

+ mu = 0, sigma=1, conf.level = 0.95)

+ {

+ DNAME <- deparse(substitute(x)) # record name of data coming in

+ alternative <- match.arg(alternative) # fancy argument matching

+

+ n <- length(x)

+ x.bar <- mean(x, na.rm=T)

+ se <- sigma/sqrt(n)

+

+ alpha <- 1 - conf.level

+ p <- switch(alternative,

+ two.sided = c( alpha/ 2, 1-alpha/2 ),

+ less = c( 0, 1-alpha ),

+ greater = c( alpha, 1 )

+ )

+ z.star <- qnorm( p )

+

+ Z <- ( x.bar - mu ) / se; names(Z) <- "z"

+ SIGMA <- sigma; names(SIGMA) <- "sigma"

+ MU <- mu; names(MU) <- "mean"

+ ESTIMATE <- x.bar; names(ESTIMATE) <- "sample mean"

+ CINT <- x.bar + z.star * se;

+ attr(CINT, "conf.level") <- conf.level

+ PVAL <- switch(alternative,

+ two.sided = 2 * pnorm( - abs(Z) ),

+ less = pnorm( Z ),

+ greater = 1 - pnorm( Z )

+ )

+

+ structure( list( statistic = Z, parameter = SIGMA, p.value = PVAL,

+ conf.int = CINT, estimate = ESTIMATE, null.value = MU,

+ alternative = alternative, method = "Z test for a mean",

+ data.name = DNAME),

+ class = "htest")

+ }

4.23. Let Xn =
∑n
i=1 Yi where Yi ∼ Pois(1). Recall that E(Yi) = Var(Yi) = 1. We

also know that Xn ∼ Pois(n). But by the Central Limit Theorem, we also know that
for large n, Xn ≈ Norm(n,

√
n). So as n increases, the Pois(n) distribution becomes

more and more normal. More formally, Pois(n)
D→ Norm(n,

√
n) as n → ∞. (Of

course we can do a variable substitution and write this as Pois(λ)
D→ Norm(λ,

√
λ)

as λ→∞ if we like.)
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4.25.

a) At the α = 0.05 level, we will reject H0: π = 0.95 if

z =
π̂ − 0.95√

0.95(0.05)/10, 000
≥ 1.96

Solving for π̂ we see that we reject when π̂ is outside the range [0.9436, 0.9543].

b) Beta when the sample size is small.

c) Similar to a), but testing for π0 = 0.94 or π0 = 0.96. This basically shifts
things down and up by 1% since the standard error changes very little.

4.26. Since these confidence intervals are symmetric about the sample mean, the
sample mean is (11.2, 54.7)/2 = 32.95. Since the interval does not contain 0, the
p-value for a test of H0: µ = 0 will be less than 0.05.

4.27. If we repeatedly sample and form confidence intervals from each sample,
95% of these CIs will contain the true parameter value and 5% will not. We can’t
know if ours is one of the good ones or not.

4.28. z∗ = z0.05 since we want all the probability in one tail. The confidence
intervals have the form

(−∞, x+ z∗SE) (x− z∗SE,∞)

> 10 + zstar * 3/sqrt(25)

[1] 10.98691

> 10 - zstar * 3/sqrt(25)

[1] 9.013088

4.30. Suppose E(θ̂2) = θ2 and E(θ̂) = θ. Then Var(θ̂) = E(θ̂2)−E(θ̂)2 = θ2−θ2 =

0. But this only happens if θ̂ does not depend on the sample data. This is certainly
an uninteresting case.

4.32. X − Y ∼ Norm(0, σ
√

2/n). The margin of error for the confidence intervals

is z∗σ/
√
n, so Y is in the confidence interval formed from X if and only if

|X − Y | ≤ z∗s/
√
n

Now

P(|X − Y | ≤ z∗σ/
√
n) = P

(∣∣∣∣∣ X − Yσ
√

2/n

∣∣∣∣∣ ≤ z∗σ/
√
n

σ
√

2/n

)

= P

(
|Z| ≤ z∗√

2

)
where Z is standard normal. In the case that we are doing a 95% confidence interval,
z∗ = 1.96. So the probability above is given by 1 - 2*pnorm(-1.96 / sqrt(2))

= 0.83423.
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4.34. Most of this is straightforward calculation of dot products. The interesting
observation is that for i ≥ 2, X ·ui = V ·ui. It is easy to prove that this is always
the case:

V · ui = 〈V1, . . . , Vn〉 · 〈ui1, . . . , uin〉

=
∑
j

(Xj −X)uij

=
∑
j

Xjuij −
∑
j

Xuij

= X · u−X
∑
j

uij

= X · u− 0

because ui ⊥ u1. (The vanishing sum is u1 · uj .)
uvec-prob01

> x <- c(3,4,4,7,7)

> mean(x)

[1] 5

> v <- x - mean(x)

> lx <- c(); lv <- c()

> for (i in 1:5) {

+ lx[i] <- as.numeric(x %*% uvec(i,5)) # proj coefficient

+ lv[i] <- as.numeric(v %*% uvec(i,5)) # proj coefficient

+ }

# all but first should match exactly; lv[1] == 0

> lx # projecting from x

[1] 11.18034 -0.70711 -0.40825 -2.88675 -2.23607

> lv # projecting from v

[1] 0.00000 -0.70711 -0.40825 -2.88675 -2.23607

4.35.

uvec-prob02
> x <- c(3,4,5,8)

> mean(x)

[1] 5

> var(x)

[1] 4.6667

> l <- c(); P<- c()

> for (i in 1:4) {

+ l[i] <- as.numeric(x %*% uvec(i,4)) # proj coefficient

+ P[[i]] <- l[i] * uvec(i,4) # proj vector

+ }

> l # proj coefficients

[1] 10.0000 -0.7071 -1.2247 -3.4641

> P # proj vectors

[[1]]

[1] 5 5 5 5

[[2]]

[1] -0.5 0.5 0.0 0.0
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[[3]]

[1] -0.5 -0.5 1.0 0.0

[[4]]

[1] -1 -1 -1 3

# next two should be the same value

> l[2]^2 + l[3]^2 + l[4]^2

[1] 14

> 3 * var(x)

[1] 14

4.39.

sepal-width-cint
> for (species in levels(iris$Species)) {

+ cat (paste(’Species:’,species,’\n’))

+ print(t.test(iris$Sepal.Width[iris$Species==species])$conf.int)

+ }

Species: setosa

[1] 3.3203 3.5357

attr(,"conf.level")

[1] 0.95

Species: versicolor

[1] 2.6808 2.8592

attr(,"conf.level")

[1] 0.95

Species: virginica

[1] 2.8823 3.0657

attr(,"conf.level")

[1] 0.95

Since these confidence intervals do not overlap, it suggests that the mean sepal
widths differ from species to species.

4.40.

sepal-length-cint
> for (species in levels(iris$Species)) {

+ print(t.test(iris$Sepal.Length[iris$Species==species])$conf.int)

+ }

[1] 4.9058 5.1062

attr(,"conf.level")

[1] 0.95

[1] 5.7893 6.0827

attr(,"conf.level")

[1] 0.95

[1] 6.4073 6.7687

attr(,"conf.level")

[1] 0.95

Since these confidence intervals do not overlap, it suggests that the mean sepal
lengths differ from species to species.

4.41.

sepal-ratio-cint
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> for (species in levels(iris$Species)) {

+ print( t.test(iris$Sepal.Length[iris$Species==species] /

+ iris$Sepal.Width[iris$Species==species])$conf.int )

+ }

[1] 1.4364 1.5039

attr(,"conf.level")

[1] 0.95

[1] 2.0954 2.2254

attr(,"conf.level")

[1] 0.95

[1] 2.1603 2.3006

attr(,"conf.level")

[1] 0.95

4.43.

a) We want to guess high since that will cause us to get a larger sample. If we
guess low and our sample is too small, then the resulting CI will be wider than
we like.

b) It makes more sense to choose just one sex (or to do both but separately)
since there is likely a different distribution of shoe sizes for each. But if what
one really wants is an interval for the mean shoe size for all adults, then both
men and women should be included in the sample.

c) First, here is a crude approximation that works pretty well. We want 0.25 ≥
t∗SE = t∗

s√
n
≈ 2 2√

n
. Solving for n gives

√
n ≥ 16, so n ≥ 162 = 256.

prob-shoe-size-CI> qt(0.975,df=255) * 2 / sqrt(256)

[1] 0.24616

Using uniroot() (or some guess and check) we can get a more precise answer:
f <- function(n) { qt(0.975,n-1) * 2 / sqrt(n) - 0.25}

> uniroot(f,c(10,1000))

$root

[1] 248.2777

In any case, we see that we need a sample size of approximately 250.

4.51.

Joes-coin> wald.ci <- function(x,n,level=0.95) {

+ alpha = 1 - level;

+ pi.hat <- x/n;

+ se <- sqrt(pi.hat * (1-pi.hat) / n);

+ z.star <- qnorm(1- alpha/2);

+ pi.hat + c(-1,1) * z.star * se;

+ }

> wilson.ci<- function(x,n,level=0.95) {

+ x = x +2; n = n+4;

+ alpha = 1 - level;

+ pi.hat <- x/n;

+ se <- sqrt(pi.hat * (1-pi.hat) / n);

+ z.star <- qnorm(1- alpha/2);

+ pi.hat + c(-1,1) * z.star * se;

+ }
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> score.ci <- function(x,n,level=0.95) {

+ alpha = 1 - level;

+ z.star <- qnorm(1 - alpha/2);

+ pi.hat <- x/n;

+ A <- pi.hat + z.star^2/(2*n);

+ B <- z.star * sqrt( ( pi.hat * (1-pi.hat) / n )

+ + ( z.star^2/(4 * n^2) ) );

+ D <- 1 + z.star^2/n;

+ # interval is ( A +- B) / D

+ ( A + c(-1,1) * B ) / D;

+ }

> prop.test(115,200)$conf.int;

[1] 0.50321 0.64386

attr(,"conf.level")

[1] 0.95

> prop.test(115,200,correct=FALSE)$conf.int;

[1] 0.50571 0.64146

attr(,"conf.level")

[1] 0.95

> wald.ci(115,200);

[1] 0.50649 0.64351

> wilson.ci(115,200);

[1] 0.50566 0.64140

> wald.ci(117,204);

[1] 0.50566 0.64140

> score.ci(115,200);

[1] 0.50571 0.64146

>

# score interval using uniroot:

> p.hat <- 115/200; n <- 200;

> f <- function(p) {

+ abs(p.hat - p) / sqrt(p * (1-p) / n) + qnorm(0.025);

+ }

> uniroot(f,c(0,p.hat))$root;

[1] 0.50571

> uniroot(f,c(p.hat,1))$root;

[1] 0.64146

> uniroot(f,c(0,p.hat))$estim.prec

[1] 6.1035e-05

4.53. T-tests do not reveal a significant different between average speed of com-
pletion with and without the floral scent. The most important factor appears to
be order. The average time on the second maze was shorter than the average time
on the first maze for all but three subjects.

Another variable of interest is improvement. This can be expressed as the
percentage change in speed of completion from the first trial to the third trial for
each maze. A paired t-test shows gives a p-value of 0.051, providing weak evidence
for a learning effect.
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5.1. The MLE is the maximum value in the data. So θ̂ = 5.1. The MLE can
never yield a parameter estimate that is inconsistent with the data (since then the
likelihood function is 0).

5.2.

• E(X) =
∫ 1

0
θxθ+1 dx = θ+1

θ+2 = 1− 1
θ+2 , so we obtain the method of moments

estimator by solving

1− 1

θ + 2
= x ,

which yields θ̂ = 1
1−x − 2.

• The log-likelihood function is

l(θ;x) = n log(θ + 1) +
∑
i

θ log(xi) ,

and
∂

∂θ
l =

n

θ + 1
+
∑
i

log(xi) ,

from which we obtain the MLE

θ̂ =
−n∑
i log(xi)

− 1 = −1 + n
∑
i

log(1/xi) .

• Using R, we can evaluate each of these estimators from the data provided.

prob5-09> x <- c(0.90,0.78,0.93,0.64,0.45,0.85,0.75,0.93,0.98,0.78)

> mean(x)

[1] 0.799

> mom <- (1 / (1-mean(x))) - 2; mom

[1] 2.9751

> mle <- ( - length(x) / sum(log(x)) ) - 1; mle

[1] 3.0607

5.3. First we derive the pdf fX(x;λ) for a single measurement:

P(X = xi) = dpois(x, λai)

=
e−λai(λai)

x

x!
.

So the log-likelihood function is

l(λ;x) =
∑
i

(−λai + xi log(λai)− log(xi!)) .

So

∂

∂λ
l = −

∑
i

ai +
∑
i

xi
λ
.

From this it follows that the MLE is λ̂ =
∑
xi∑
ai

. This is the sample plant density

(number of plants observed divided by total area searched).

In the simulations below, we make the simplifying assumption that ai = 1 for
all i and compare two methods for estimating λ. To do this, we need to know the
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distributions to use for simulating random measurements. For the counting method
derived above, each measurement is the count of plants in a region of area ai = 1.
Since the plant density is λ, these counts are Pois(λ) random variables. For the

measurement method, if Y is a random measurement, then Y ∼Weibull(2, 1/
√
λπ).

plant-density

# plant densities (lambda) for simulations

> density <- c(0.01,0.1,0.25,0.5,1,2,4,10,100)

> sizes <- c(10,20,50)

> simulate <- function(lambda=1,size=10){

+ x <- rpois(size, pi*lambda)

+ plants.x <- sum(x)

+ area.x <- pi * length(x)

+ y <- rweibull( size, shape=2, scale=1/sqrt(pi * lambda) )

+ plants.y <- length(y)

+ area.y <- pi * sum(y^2)

+ mle.x <- plants.x / area.x

+ mle.y <- plants.y / area.y

+ return( c(size, lambda, mle.x,mle.y,

+ plants.x, area.x, plants.y,area.y) )

+ }

>

> results <- c()

> for (lambda in density) {

+ for (size in sizes) {

+ results <- rbind(results,

+ t(replicate(1000, simulate(lambda,size))))

+ }

+ }

>

> results <- data.frame(results)

> names(results) <- c("size","lambda","mle.count", "mle.measure",

+ "plants.count", "area.count", "plants.measure", "area.measure")

>

> results2 <- data.frame(

+ size=c(results$size,results$size),

+ lambda=c(results$lambda,results$lambda),

+ mle=c(results$mle.count,results$mle.measure),

+ plants=c(results$plants.count,results$plants.measure),

+ area=c(results$area.count,results$area.measure),

+ method=rep(c("count","measure"),each=nrow(results))

+ )

>

> require(Hmisc)

# have a bake-off:

> summary(

+ as.numeric(abs(mle.count-lambda) > abs(mle.measure - lambda)) ~

+ size+lambda,

+ data=results,

+ method="cross",

+ fun = function(x) { round(mean(x),3) }

+ )
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function by size, lambda list(x = ) by size, lambda { by size, lambda NULL by size, lambda

+---------------------------------------------------------------+

|N |

|as.numeric(abs(mle.count - lambda) > abs(mle.measure - lambda))|

+---------------------------------------------------------------+

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

|size| 0.01| 0.1 | 0.25| 0.5 | 1 | 2 | 4 | 10 | 100 | ALL |

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| 10 | 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 9000|

| |0.979|0.642|0.486|0.422|0.333|0.244|0.155|0.092|0.034|0.376|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| 20 | 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 9000|

| |0.986|0.672|0.559|0.431|0.328|0.262|0.179|0.118|0.038|0.397|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| 50 | 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 9000|

| |0.972|0.690|0.571|0.448|0.340|0.231|0.169|0.105|0.034|0.396|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| ALL| 3000| 3000| 3000| 3000| 3000| 3000| 3000| 3000| 3000|27000|

| |0.979|0.668|0.539|0.434|0.334|0.246|0.168|0.105|0.035|0.390|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

> plot1 <- bwplot( (mle - lambda)/lambda ~ method | factor(lambda),

+ subset=size==20,

+ data=results2

+ )

# compare standard deviations

> summary(

+ mle.count ~ size+lambda,

+ data=results,

+ method="cross",

+ fun = function(x) {round(sd(x),3)}

+ )

function by size, lambda list(x = ) by size, lambda { by size, lambda NULL by size, lambda

+---------+

|N |

|mle.count|

+---------+

+----+------+------+------+------+------+------+------+------+------+------+

|size| 0.01 | 0.1 | 0.25 | 0.5 | 1 | 2 | 4 | 10 | 100 | ALL |

+----+------+------+------+------+------+------+------+------+------+------+

| 10 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 9000 |

| | 0.018| 0.058| 0.089| 0.122| 0.180| 0.253| 0.338| 0.559| 1.767|30.896|

+----+------+------+------+------+------+------+------+------+------+------+

| 20 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 9000 |

| | 0.012| 0.041| 0.064| 0.090| 0.121| 0.183| 0.252| 0.398| 1.250|30.898|

+----+------+------+------+------+------+------+------+------+------+------+

| 50 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 9000 |

| | 0.007| 0.025| 0.041| 0.058| 0.082| 0.115| 0.162| 0.246| 0.812|30.862|
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+----+------+------+------+------+------+------+------+------+------+------+

| ALL| 3000 | 3000 | 3000 | 3000 | 3000 | 3000 | 3000 | 3000 | 3000 |27000 |

| | 0.013| 0.044| 0.068| 0.094| 0.134| 0.192| 0.260| 0.421| 1.335|30.884|

+----+------+------+------+------+------+------+------+------+------+------+

> summary(

+ mle.measure ~ size+lambda,

+ data=results,

+ method="cross",

+ fun = function(x) {round(sd(x),3)}

+ )

function by size, lambda list(x = ) by size, lambda { by size, lambda NULL by size, lambda

+-----------+

|N |

|mle.measure|

+-----------+

+----+------+------+------+------+------+------+------+------+------+------+

|size| 0.01 | 0.1 | 0.25 | 0.5 | 1 | 2 | 4 | 10 | 100 | ALL |

+----+------+------+------+------+------+------+------+------+------+------+

| 10 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 9000 |

| | 0.004| 0.041| 0.095| 0.201| 0.412| 0.765| 1.628| 3.814|36.062|36.089|

+----+------+------+------+------+------+------+------+------+------+------+

| 20 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 9000 |

| | 0.003| 0.025| 0.060| 0.126| 0.248| 0.494| 1.061| 2.336|24.783|33.462|

+----+------+------+------+------+------+------+------+------+------+------+

| 50 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 1000 | 9000 |

| | 0.001| 0.015| 0.036| 0.072| 0.148| 0.297| 0.587| 1.504|14.512|31.970|

+----+------+------+------+------+------+------+------+------+------+------+

| ALL| 3000 | 3000 | 3000 | 3000 | 3000 | 3000 | 3000 | 3000 | 3000 |27000 |

| | 0.003| 0.029| 0.069| 0.144| 0.294| 0.557| 1.183| 2.745|26.804|33.885|

+----+------+------+------+------+------+------+------+------+------+------+

plant-density2

> summary( abs(mle.count-lambda) < abs(mle.measure - lambda) ~ size+lambda,

+ data=results,

+ method="cross",

+ fun = function(x) { round(mean(x),3) }

+ )

function by size, lambda list(x = ) by size, lambda { by size, lambda NULL by size, lambda

+---------------------------------------------------+

|N |

|abs(mle.count - lambda) < abs(mle.measure - lambda)|

+---------------------------------------------------+

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

|size| 0.01| 0.1 | 0.25| 0.5 | 1 | 2 | 4 | 10 | 100 | ALL |

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| 10 | 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 9000|

| |0.021|0.358|0.514|0.578|0.667|0.756|0.845|0.908|0.966|0.624|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+
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| 20 | 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 9000|

| |0.014|0.328|0.441|0.569|0.672|0.738|0.821|0.882|0.962|0.603|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| 50 | 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 1000| 9000|

| |0.028|0.310|0.429|0.552|0.660|0.769|0.831|0.895|0.966|0.604|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

| ALL| 3000| 3000| 3000| 3000| 3000| 3000| 3000| 3000| 3000|27000|

| |0.021|0.332|0.461|0.566|0.666|0.754|0.832|0.895|0.965|0.610|

+----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

>

> plot1a <- bwplot( (mle - lambda)/lambda ~ method | factor(lambda),

+ subset=size==50,

+ data=results2,

+ groups=method,

+ auto.key=T)

>

> plot2 <- xyplot( (mle - lambda)/lambda ~ area | factor(lambda)*factor(size),

+ data=results2,

+ groups=method,

+ scales=list(relation="free"),

+ panel = function(x,y,...) {

+ panel.abline(h=0,lwd=2,col="red")

+ panel.xyplot(x,y,...)

+ },

+ auto.key=T,

+ layout=c(3,2),

+ )

>

> plot3 <- xyplot( mle - lambda ~ plants | factor(lambda)*factor(size),

+ data=results2,

+ groups=method,

+ scales=list(relation="free"),

+ panel = function(x,y,...) {

+ panel.abline(h=0,lwd=2,col="red")

+ panel.xyplot(x,y,...)

+ },

+ auto.key=T,

+ layout=c(3,2),

+ )
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5.8.

mle-unif-nlmax> x <- c(1.6,2.8,6.2,8.2,8.7)

> loglik <- function(theta,x) {

+ sum ( dunif(x,0,theta,log=TRUE) )

+ }

> lik <- function(theta,x) {

+ prod ( dunif(x,0,theta,log=FALSE) )

+ }

>

# works just fine if we select a good starting point.

> summary(nlmax(loglik, p=10, x=x))

Maximum: -10.8166

Estimate:8.7000

Gradient:0.57471

Iterations: 28

Successive iterates within tolerance, current iterate is probably

an approximate solution.[Code=2]

There were 50 or more warnings (use warnings() to see the first 50)

# but some starting points don’t work well...

> p <- seq(7,12,by=0.2)

> est <- sapply(p, function(p) { nlmax(loglik,p=p, x=x)$estimate })

There were 50 or more warnings (use warnings() to see the first 50)

> rbind(p,est)

[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]

p 7 7.2 7.4 7.6 7.8 8 8.2 8.4 8.6 8.8 9.0 9.2 9.4

est 7 7.2 7.4 7.6 7.8 8 8.2 8.4 8.6 8.7 8.7 8.7 8.7

[,14] [,15] [,16] [,17] [,18] [,19] [,20] [,21] [,22] [,23] [,24]

p 9.6 9.8 10.0 10.2 10.4 10.6 10.8 11.0 11.2 11.4 11.6

est 8.7 8.7 8.7 8.7 8.7 8.7 8.7 8.7 8.7 8.7 8.7
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[,25] [,26]

p 11.8 12.0

est 8.7 8.7

# here’s another try without the logarithmic transformation.

> est <- sapply(p, function(p) { nlmax(lik,p=p, x=x)$estimate })

> rbind(p,est)

[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]

p 7 7.2 7.4 7.6 7.8 8 8.2 8.4 8.6 8.800 9.000 9.2 9.4

est 7 7.2 7.4 7.6 7.8 8 8.2 8.4 8.6 8.799 8.999 9.2 9.4

[,14] [,15] [,16] [,17] [,18] [,19] [,20] [,21] [,22] [,23] [,24]

p 9.6 9.8 10 10.2 10.4 10.6 10.8 11 11.2 11.4 11.6

est 9.6 9.8 10 10.2 10.4 10.6 10.8 11 11.2 11.4 11.6

[,25] [,26]

p 11.8 12

est 11.8 12

# a graph of the likelihood function shows why

> theta <- seq(6,12,by=0.002)

> y1 <- sapply(theta, function(theta) { lik(theta,x)} )

> y2 <- sapply(theta, function(theta) { loglik(theta,x)} )

> plot1 <- xyplot(y1 ~ theta,

+ xlab=expression(theta),

+ ylab=’likelihood’,cex=0.5)

> plot2 <- xyplot(y2 ~ theta,

+ xlab=expression(theta),

+ ylab=’log-likelihood’,cex=0.5)
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5.9.

hwe-mle

> oldopt <- options(warn=-1) # suppress warnings from log(0)

> theta2probs <- function(theta) {

+ c(theta^2, 2*theta*(1-theta), (1-theta)^2)

+ }

> loglik <- function(theta,x) {

+ probs <- theta2probs(theta)

+ if (any (probs <=0)) return (Inf)

+ return ( dmultinom(x,size=sum(x),prob=probs,log=T) )

+ }

> geno<-c(83,447,470)

> nlmax(loglik,p=0.5,x=geno)$estimate

[1] 0.3065

> options(oldopt) # reset options

Instructor Solutions – Do not post or circulate


































































































