
Chapter 1

Introduction

In this chapter, we discuss some applications of linear algebra that may
not be familiar to a student with only a single linear algebra course.
This includes howmatrices can be used to encode information, and how
the structure provided by matrices allows us to find information with
some simple matrix operations. We then give a short discussion of the
four applicationsmentioned in the preface: the approximating subspace
problem, compression/approximation by low-rank matrices (for the op-
erator and Frobenius norms), the Moore-Penrose pseudo-inverse, and a
Procrustes-type problem asking for the orthogonal transformation that
most closely transforms a given configuration to a reference configura-
tion.

1.1. Why Does Everybody Say Linear Algebra is
“Useful”?

It is exceedingly common to hear that linear algebra is extraordinarily
useful. However, most linear algebra textbooks tend to confine them-
selves to applications that involve solving systems of linear equations.
While that is, indeed, extraordinarily useful, it may not be immediately
obvious why everyone should care about systems of linear equations. (I
may be betraying my failures as an instructor here.) What often does
not come out in a linear algebra class is that many things of interest can
be encoded in a matrix, and that linear algebra information about that
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2 1. Introduction

matrix can tell us useful things - with no suggestion of a system of linear
equations! One of the reasons that matrices are so useful is that they can
encode information.

Example 1.1. Suppose we have a (tiny) school with four students, and
five possible classes. We will call our students 1, 2, 3, and 4, and classes
will be equally imaginatively titled 1, 2, 3, 4 and 5. We can make a small
table to summarize the class schedule for each student:

class \ student 1 2 3 4 5
1 1 0 0 1 1
2 0 1 1 0 1
3 1 0 1 0 1
4 1 0 0 1 1

If a 1 means that a student is enrolled in the class, while a 0 means they
are not, we can quickly see that student 1 is enrolled in classes 1, 4, and
5, while student 3 is enrolled in classes 1, 3, and 5, etc. We can encode
this information in a matrix 𝐴:

𝐴 =
⎡⎢⎢⎢
⎣

1 0 0 1 1
0 1 1 0 1
1 0 1 0 1
1 0 0 1 1

⎤⎥⎥⎥
⎦

.

Here, 𝐴𝑖𝑗 = 1 if student 𝑖 is enrolled in class 𝑗, while 𝐴𝑖𝑗 = 0 if stu-
dent 𝑖 is not enrolled in class 𝑗. With the standard assumption that 𝐴𝑖𝑗
refers to the entry in row 𝑖 and column 𝑗, this means that the rows of 𝐴
refer to students, while the columns of 𝐴 tell us about classes. Notice:
if we sum across a row, we get the total number of classes that student
is taking. Here each row has a sum of 3, so each students is enrolled
in three classes. If we sum down a column, we get the total enrollment
of the class: class 2 has a total enrollment of 1, while class 4 has a to-
tal enrollment of 4. What about this question: how many students are
taking both class 1 and 3? (This question is relevant to avoid class time
conflicts.) For this tiny little example, this is pretty easy to answer by
looking at the table. But what about a (more) realistic situation, where
we may have thousands of students and thousands of classes? Consider
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the matrix product 𝐴𝑇𝐴:

𝐴𝑇𝐴 =
⎡
⎢
⎢
⎢
⎢
⎣

1 0 1 1
0 1 0 0
0 1 1 0
1 0 0 1
1 1 1 1

⎤
⎥
⎥
⎥
⎥
⎦

⎡⎢⎢⎢
⎣

1 0 0 1 1
0 1 1 0 1
1 0 1 0 1
1 0 0 1 1

⎤⎥⎥⎥
⎦

=
⎡
⎢
⎢
⎢
⎢
⎣

3 0 1 2 3
0 1 1 0 1
1 1 2 0 2
2 0 0 2 2
3 1 2 2 4

⎤
⎥
⎥
⎥
⎥
⎦

This matrix has some interesting features. First, it’s symmetric. Next,
look at the diagonal entries: 3, 1, 2, 2, 4 - these give the total enrollments
in class 1, 2, 3, 4, and 5. Next, let’s look at the entry in row 1, column
4. This is a 2. It’s also how many students are enrolled in both classes 1
and 4. In fact, you can check that the 𝑖𝑗th entry of 𝐴𝑇𝐴 is the number
of students enrolled in both class 𝑖 and class 𝑗. (This also extends to
the diagonal entries: the entry in row 𝑖 and column 𝑖 is the number of
students enrolled in both class 𝑖 and class 𝑖 . . . so the number of students
enrolled in class 𝑖.)

Exercise 1.2. Can you explainwhy thematrix above should be symmet-
ric in terms of the enrollments? More precisely: can you explain why the
𝑖𝑗th and 𝑗𝑖th entries of 𝐴𝑇𝐴 should be the same?

Exercise 1.3. Is this just a coincidence that I’ve rigged up? Try for a few
different enrollments.

Suppose now that we have an𝑚× 𝑛matrix 𝐴, where each row rep-
resents a student and each column represents a class. As before, 𝐴𝑖𝑗 = 1
if student 𝑖 is enrolled in class 𝑗, while𝐴𝑖𝑗 = 0 if student 𝑖 is not enrolled
in class 𝑗. What is the 𝑖𝑗th entry of 𝐴𝑇𝐴? Recall that if the 𝑖𝑗th entry
of a 𝑝 × 𝑞 matrix 𝐵 is 𝐵𝑖𝑗 and the 𝑖𝑗th entry of a 𝑞 × 𝑟 matrix 𝐶 is 𝐶𝑖𝑗 ,
then the 𝑖𝑗th entry of the 𝑝 × 𝑟matrix 𝐵𝐶 is∑𝑞

ℓ=1 𝐵𝑖ℓ𝐶ℓ𝑗 (note that this
is the dot product of the vector that makes up row 𝑖 of 𝐵 and the vector
that makes up column 𝑗 of 𝐶). If 𝐴 is an 𝑚 × 𝑛 matrix, then 𝐴𝑇 is an
𝑛×𝑚matrix, and so 𝐴𝑇𝐴will be an 𝑛× 𝑛matrix. The 𝑖𝑗th entry of 𝐴𝑇𝐴
will be given by ∑𝑚

ℓ=1 𝐴ℓ𝑖𝐴ℓ𝑗 (since the 𝑖𝑗th entry of 𝐴𝑇 is 𝐴𝑗𝑖). Now,
since the entries of 𝐴 are either 0 or 1, 𝐴ℓ𝑖𝐴ℓ𝑗 will be 1 exactly when
𝐴ℓ𝑖 and 𝐴ℓ𝑗 are both 1, i.e. when student ℓ is enrolled in both class 𝑖
and 𝑗. Therefore,∑𝑚

ℓ=1 𝐴ℓ𝑖𝐴ℓ𝑗 sums up (over all students) the number
of times a student is enrolled in both class 𝑖 and class 𝑗. This just means
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that

(entry 𝑖𝑗 of 𝐴𝑇𝐴) =
𝑚
∑
ℓ=1

𝐴ℓ𝑖𝐴ℓ𝑗

= total number of students enrolled
in both classes 𝑖 and 𝑗.

Therefore, it is not a coincidence that the entries of𝐴𝑇𝐴 tell us about the
number of students enrolled in pairs of classes. (Hopefully, this example
provides another reason why matrix multiplication is defined how it is.)

Exercise 1.4. What (if anything) do the entries of 𝐴𝐴𝑇 tell us?

This example shows us that by encoding information in a matrix,
some standard linear algebra operations (matrixmultiplicationhere) can
be used to tell us extra information. This is a common occurrence. By
encoding information with a mathematical object, we can use relevant
mathematical ideas to tell us useful information. The fact that informa-
tion can be gained by encoding data into matrices is an important idea
in “data science.” We now consider three more situations where we can
encode information in a matrix.

1.2. Graphs andMatrices

The first example is encoding a graph into a matrix.

Definition 1.5. A (simple) graph is a pair (𝑉, 𝐸), where 𝑉 is a set of
vertices (or nodes), and 𝐸 is a subset of 𝑉 × 𝑉 . Thus, 𝐸 is a subset of
ordered pairs (𝑢, 𝑣) where 𝑢 and 𝑣 are vertices. Elements of 𝐸 are called
edges (or links), and (𝑢, 𝑣) ∈ 𝐸 is interpreted to mean that 𝑢 and 𝑣 are
connected. We number the vertices 1, 2, . . . , 𝑛, whichmeans𝐸 is a subset
of ordered pairs (𝑢, 𝑣) where 𝑢, 𝑣 ∈ {1, 2, . . . , 𝑛}. We also require that
(𝑢, 𝑢) ∉ 𝐸 and (𝑢, 𝑣) ∈ 𝐸 if and only if (𝑣, 𝑢) ∈ 𝐸. (That is, we consider
simple, undirected graphs.)

A path in a graph is a finite sequence of vertices (𝑖1, 𝑖2, . . . , 𝑖𝑘) such
that that (𝑖𝑗 , 𝑖𝑗+1) is an edge. In other words, a path is a sequence of
vertices in the graph such that each vertex is connected to the following
vertex. The length of a path is the number edges that we travel over as
we move along the path. Thus, a path (𝑖1, 𝑖2, . . . , 𝑖𝑘) has length 𝑘 − 1.



1.2. Graphs andMatrices 5

The degree of a vertex 𝑖 is the number of vertices that are connected
to 𝑖. We write deg 𝑖 for the degree of 𝑖.

There are several different matrices associated to a graph. Here, we
consider two: the adjacency matrix and the (graph) Laplacian.

Definition 1.6. The adjacency matrix 𝐴 of a graph (𝑉, 𝐸) has entries
given by

𝐴𝑖𝑗 = {1 if (𝑖, 𝑗) ∈ 𝐸
0 if (𝑖, 𝑗) ∉ 𝐸

.

Thus, the 𝑖𝑗th entry is 1 if the vertices 𝑖 and 𝑗 are connected, and 0
otherwise. Note also that the diagonal entries of the adjacency matrix
are all 0 (there are no loops). Moreover, the adjacency matrix is sym-
metric (since we have an undirected graph). Notice that the sum of the
entries in a row gives the number of edges connected to the vertex cor-
responding to that row; that is, the sum of the entries in row 𝑖 gives the
degree of vertex 𝑖. (What does the sum of the entries in column 𝑗 tell
us?) Similar to the class/student situation above, we can also get useful
information by matrix multiplication operations with 𝐴. As a start, no-
tice that the entries of 𝐴 give us the number of “one-step” connections.
That is, 𝐴𝑖𝑗 is the number of paths of length one that connect vertex 𝑖
and 𝑗. (For example: the diagonal entries of 𝐴 are all zero — there are
no paths of length 1 that begin and end at the same vertex.) What about
the entries of 𝐴2? If (𝐴2)𝑖𝑗 is the 𝑖𝑗th entry of 𝐴

2, according to the rule
for matrix multiplication, we will have

(𝐴2)𝑖𝑗 =
𝑛
∑
ℓ=1

𝐴𝑖ℓ𝐴ℓ𝑗 .

(Here 𝑛 is the number of vertices in the graph.) In particular, since the
entries of 𝐴 are all either 0 or 1, we get a non-zero contribution to the
sum exactly when both 𝐴𝑖ℓ and 𝐴ℓ𝑗 are non-zero, i.e. exactly when the
vertices 𝑖 and 𝑗 are both connected to vertex ℓ. Another way to phrase
this is that we get a non-zero contribution to the sum exactly when there
is a path of length 2 through vertex ℓ that connects vertices 𝑖 and 𝑗. By
summing over all vertices ℓ, we see that (𝐴2)𝑖𝑗 gives us the number of
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paths of length 2 that connect vertices 𝑖 and 𝑗. Thus, we have

entry 𝑖𝑗 of 𝐴2 = the number of paths of length 2
that connect vertex 𝑖 and 𝑗.

What do the diagonal entries of𝐴2 tell us? The number of paths of length
2 that connect a vertex to itself. The number of such paths equals the
degree of a vertex, since such a path corresponds to an edge connecting
𝑖 to some other vertex.

Exercise 1.7. Make a few small graphs (four or five vertices if working
by hand, seven or so if you have access to a computer to calculate matrix
products), and test this out.

Do the entries of 𝐴3 tell us anything useful? Since 𝐴3 = 𝐴2𝐴, we
know that

(𝐴3)𝑖𝑗 =
𝑛
∑
ℓ=1

(𝐴2)𝑖ℓ 𝐴ℓ𝑗 .

Here, notice that (𝐴2)𝑖ℓ is the number of paths of length 2 that connect
vertex 𝑖 and vertex ℓ, and 𝐴ℓ𝑗 is non-zero exactly when vertex ℓ is con-
nected to vertex 𝑗. Now, any path of length 3 from vertex 𝑖 to vertex 𝑗 can
be broken into two parts: a path of length 2 from vertex 𝑖 to some vertex
ℓ and a path of length 1 from that vertex ℓ to vertex 𝑗. Thus, (𝐴2)𝑖ℓ 𝐴ℓ𝑗 is
the number of paths of length 3 that connect vertex 𝑖 to vertex 𝑗 that pass
through vertex ℓ as their next-to-last vertex. (If vertex ℓ is not connected
to vertex 𝑗, there are no such paths . . . and 𝐴ℓ𝑗 = 0 in that case.) By
summing over all vertices ℓ, we get the total number of paths of length
three that connect vertex 𝑖 to vertex 𝑗. (Notice that we are NOT requir-
ing that paths consist of distinct edges, so the number of paths counted
here includes those with repeated edges.) Thus, we have

entry 𝑖𝑗 of 𝐴3 = the number of paths of length 3
that connect vertex 𝑖 and 𝑗.

Exercise 1.8. Formulate and prove a theorem about what the entries of
𝐴𝑘 tell you.



1.3. Images 7

Definition 1.9. Suppose (𝑉, 𝐸) is a graph with 𝑛 vertices. The graph
Laplacian is the 𝑛 × 𝑛matrix 𝐿 with entries

𝐿𝑖𝑗 =
⎧
⎨
⎩

deg 𝑖 if 𝑖 = 𝑗
−1 if 𝑖 ≠ 𝑗, and vertices 𝑖 and 𝑗 are connected
0 otherwise.

More simply, 𝐿 = 𝐷−𝐴, where 𝐷 is the diagonal matrix whose 𝑖th diag-
onal entry is the degree of vertex 𝑖 and 𝐴 is the adjacency matrix of the
graph.

The graph Laplacian has other names as well: Kirchhoff matrix or
admittance matrix. Notice that the graph Laplacian combines the ad-
jacency matrix with information about the degree of the vertices. The
graph Laplacian is more complicated than the adjacency matrix, but it
has some rather amazing information in it. For example, the nullity of 𝐿
gives the number of components of the graph. In addition, the eigen-
values of 𝐿 provide information about how quickly “energy” can dif-
fuse through a graph. This is, in some sense, a measure of how well-
connected the graph is. All of these topics fall under the umbrella of
“spectral graph theory,” and there are a large number of textbooks on
that subject: [7] and [8] being two accessibles. These books commonly
assume that the reader is familiar with the content of Chapter 4 (on the
spectral theorem and eigenvalue inequalities), so the present book can
be viewed as an introduction to (some of) the tools of spectral graph the-
ory.

1.3. Images

We can think of a gray-scale image as an 𝑚 × 𝑛 matrix 𝐴, where each
entry 𝐴𝑖𝑗 is a pixel in the image, and 𝐴𝑖𝑗 ∈ [0, 1]. 𝐴𝑖𝑗 = 0means the 𝑖𝑗th
pixel is black, and 𝐴𝑖𝑗 = 1means the 𝑖𝑗th pixel is white. Values between
0 and 1 represent a gray-scale value.
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Exercise 1.10. Consider the following “small” gray-scale matrix:

𝐴 =

⎡
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 0 0 0 0 0
0 1 0 0 0 1 0
0 0 0 0 0 0 0
0 0 0 1 0 0 0
0 1 0 0 0 1 0
0 0 1 1 1 0 0
0 0 0 0 0 0 0

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

Make a sketch of the corresponding image. (Hint: your answer should
leave you with a grin . . . )

As another example, the following grayscale image of a very happy
cat is represented as a 2748 × 2553matrix:

(Color images can be represented by a “matrix,” each of whose en-
tries is a triple giving red-green-blue coordinates for the corresponding
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pixel. This is not really a matrix, since the entries are not numbers, but
triples of numbers. More properly, such a representation is a tensor. We
will not cover tensors here. On the other hand, many of the methods
for tensors are generalizations of the “simple” matrix situation covered
here.)

Many images are quite large, and so we may be interested in com-
pressing them in some fashion. One way of measuring the amount of
information in a matrix is by considering its rank. The lower the rank,
the less information is in the matrix. Alternatively: the lower the rank
of a matrix, the simpler that matrix is. One way of compressing a matrix
is to approximate it by a matrix of lower rank. From that point of view,
an important practical question is: given a gray-scale image, how canwe
“best” approximate it by amatrix of lower rank? This is one of the things
that the Eckart-Young-Mirsky Theorem tells us, [10].

1.4. Data

In general, we can think of each row of a matrix as encoding some infor-
mation. For example, suppose we have an experiment that records the
position of points in space. We can represent this data as amatrix, each of
whose rows corresponds to a point in ℝ3. As another example, suppose
we have a collection of movies, which we creatively label 1, 2, 3, . . . , 𝑛.
Then, we can ask people to rate the movies on a given scale. We can
then collect all of the ratings in a matrix, where each row gives the rat-
ing of one particular person. If we have𝑚 people, we will have an𝑚×𝑛
matrix.

1.5. Four “Useful” Applications

We want to consider four applications here.

1.5.1. “Best” subspace problem. Suppose we have a large amount of
“high-dimensional” data. As an example, in the movie rating problem,
we could very easily have 10,000 people, and have ratings for 250movies.
Viewing each row as representing a point, we would have 10,000 points
(one for each person), each in ℝ250. A question: do we really need all
250 dimensions of ℝ250, or do all of these points sit close to a lower di-
mensional subspace of ℝ250? In some sense, this is asking if the data is
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actually “low-dimensional.” (There is a very good question here: is it at
all reasonable to expect the data to be “low-dimensional”? For this, it is
worthwhile to read the article [40] byUdell and Townsend that discusses
exactly that question.)

As another example, suppose we have data about the number of
rooms in a house, the number of bathrooms, the floor area, its location,
and its sales price. In principle, this information is all related, so we
likely do not need all pieces of data to predict a price for a new house
. . .but how canwe check? Here, wewould use amatrix with six columns
(one each for number of rooms, bathrooms, floor area and sales price,
and two entries for a location).

Both of these questions are variants of the same problem: given a
collection of𝑚 points in ℝ𝑛, and a positive integer 𝑘, how can we deter-
mine the 𝑘-dimensional subspace which “best” approximates the given
points? Notice that it may be necessary to do some preliminary manip-
ulation of the data. For example, if we have points on a line in ℝ2 that
does not go through the origin, no one-dimensional subspace will be a
very good approximation!

1.5.2. Least Squares and a Generalized Inverse. From your linear
algebra class, you know that for a matrix 𝐴 to have an inverse, it must
first be a squarematrix and for squarematrices, there are a large number
of conditions, any one of which guarantees that 𝐴 will have an inverse.
The existence of an inverse tells us that given any 𝑦, the equation𝐴𝑥 = 𝑦
has a unique solution 𝑥. (Note that even when 𝐴 has an inverse, it is of-
ten not computationally wise to attempt to calculate 𝐴−1 and determine
𝑥 by 𝑥 = 𝐴−1𝑦.) But we are often in the situation where 𝐴 doesn’t have
an inverse (for example, 𝐴 is not square). In this situation, given a 𝑦,
we might try to find 𝑥 such that the “size” of the difference 𝐴𝑥 − 𝑦 is
as small as possible (or equivalently 𝐴𝑥 is as close to 𝑦 as possible). A
common way of measuring this size is with the Euclidean norm. Thus,
given a 𝑦, we try to make ‖𝐴𝑥−𝑦‖22 as small as possible (here ‖𝑣‖22 is the
sum of the squares of the components of the vector 𝑣). In other words:
given a 𝑦, we look for an 𝑥 that so that 𝐴𝑥 − 𝑦 has the “least squares.”
In principle, this defines a function from the set of possible 𝑦 into the
set of possible 𝑥. Our question: given a matrix 𝐴, is there a nice way to
determine the mapping that takes an input of 𝑦 and returns the 𝑥 that
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minimizes ‖𝐴𝑥−𝑦‖22? Notice that if 𝐴 is invertible, this mapping is sim-
ply multiplication by 𝐴−1. What about the more general situation? An-
other concern: what if there are many 𝑥 that make ‖𝐴𝑥 − 𝑦‖22 as small
as possible? Which 𝑥 should we pick?

1.5.3. Approximating amatrix by one of lower rank. An important
problem in working with images is compressing the image. For the par-
ticular situation where we represent a gray-scale image by a matrix, our
question will be: what is the best lower rank approximation to a given
matrix? An important issue that we need to address is the meaning of
“best.” This will be resolved when we discuss distances between matri-
ces. We will consider two different measures of distance: the “operator”
norm, and the Frobenius norm. This problem was first solved by Eckart
and Young in [10], and then generalized by Mirsky in [29], and we refer
to the solution as the Eckart-Young-Mirsky Theorem.

1.5.4. The Orthogonal Procrustes Problem. Suppose we have a col-
lection of 𝑚 points in ℝ3, representing some configuration of points in
ℝ3, and wewant to know how close this “test” configuration is to a given
reference configuration. Inmany situations, as long as the distances and
angles between the points are the same, we regard two configurations as
the same. Thus, to determine how close the test configuration is to the
reference configuration, we want to transform the test configuration to
be as close as possible to the reference configuration — making sure to
preserve lengths and angles in the test configuration. If we represent the
test configuration with a matrix 𝐴 with𝑚 rows and three columns (so a
point in ℝ3 is a row in 𝐴), and represent the reference configuration as
a matrix 𝐵, our question will involve minimizing the distance between
𝐴𝑈 and 𝐵, over all matrices 𝑈 that represent linear transformations of
ℝ3 to itself that preserves dot products. (Such matrices are called or-
thogonal, see Definition 2.28, as well as Theorem 6.16.) In particular,
we need to knowwhat𝑈 will minimize the distance between𝐴𝑈 and 𝐵.
A very similar problem adds the requirement that the linear transforma-
tion also preserve orientation, which means requiring that det𝑈 > 0.
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Exercise 3.54. Show that the rank of 𝐿 and rank of 𝐿∗ are equal.

Theorems 3.51 and 3.52, together with Theorem 2.10, form what
Strang refers to as The Fundamental Theorem of Linear Algebra, [38].

3.7. Four Problems, Revisited

Now that we have all the requisite tools and language, we revisit the
four big problems from the Introduction, as well as their solutions. The
solutions all rely on the same linear algebra tool: the Singular Value De-
composition. Suppose 𝒱 and 𝒲 are finite-dimensional inner-product
spaces (ℝ𝑛 and ℝ𝑚 with the dot product are the canonical examples),
and suppose 𝐿 ∈ ℒ (𝒱,𝒲) (in the canonical situation, 𝐿𝑥 = 𝐴𝑥 where
𝐴 ∈ ℝ𝑚×𝑛), and rank 𝐿 = 𝑟. The Singular Value Decomposition (SVD)
tells us that there is an orthonormal basis {𝑥1, 𝑥2, . . . , 𝑥𝑛} of 𝒱, an or-
thonormal basis {𝑦1, 𝑦2, . . . , 𝑦𝑚} of𝒲, as well as non-negative numbers
𝜎1 ≥ 𝜎2 ≥ ⋯ ≥ 𝜎𝑝 ≥ 0 (where 𝑝 is defined to be min{dim𝒲, dim𝒱})
such that 𝐿𝑥𝑖 = 𝜎𝑖𝑦𝑖 and 𝐿∗𝑦𝑖 = 𝜎𝑖𝑥𝑖 for 𝑖 = 1, 2, . . . , 𝑝, and 𝐿𝑥𝑖 = 0𝒱
and 𝐿∗𝑦𝑖 = 0𝒲 for 𝑖 > 𝑝. In addition, we have rank 𝐿 = max{𝑖 ∶ 𝜎𝑖 > 0}.
We refer to the values 𝜎1, 𝜎2, . . . , 𝜎𝑝 as the singular values of 𝐴 and call
the triples (𝜎𝑖, 𝑥𝑖, 𝑦𝑖) the singular triples. This is non-standard. Most
authors refer to the 𝑥𝑖 as right singular vectors, and the 𝑦𝑖 are the
left singular vectors.

In the case where 𝒱 = ℝ𝑛,𝒲 = ℝ𝑚, both with the dot product, we
consider 𝐿 ∶ 𝑥 ↦ 𝐴𝑥, where 𝐴 ∈ ℝ𝑚×𝑛. (Recall that in this situation,
𝐿∗ is given by multiplication by 𝐴𝑇 .) SVD provides us with orthonormal
bases {𝑥1, 𝑥2, . . . , 𝑥𝑛} and {𝑦1, 𝑦2, . . . , 𝑦𝑚} ofℝ𝑛, ℝ𝑚, respectively. Figures
3.1 and 3.2 show the effect of multiplication by 𝐴 or 𝐴𝑇 on the basis
vectors 𝑥𝑖 or 𝑦𝑖. SVD tells us that 𝐴𝑥𝑖 = 𝜎𝑖𝑦𝑖 and 𝐴𝑇𝑦𝑖 = 𝜎𝑖𝑥𝑖.

Geometrically, we see that 𝐴maps the vectors 𝑥𝑖 to 𝜎𝑖𝑦𝑖, which are
the principle axes of the image in𝒲 of the unit circle in 𝒱. Similarly,
𝐴𝑇 maps the vectors 𝑦𝑖 to 𝜎𝑖𝑥𝑖, which are the principle axes of the image
in 𝒱 of the unit circle in𝒲. Because the principle axes of the ellipses
in each image are the same length (𝜎𝑖 and 𝜎𝑗), the two ellipses have the
same area. (See also Example 3.57.)

When 𝒱 = ℝ𝑛,𝒲 = ℝ𝑚 (with the dot product) and 𝐿 is given by
multiplication by 𝐴 ∈ ℝ𝑚×𝑛, SVD tells us that we can write 𝐴 in various
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𝑥2

𝑥1

𝒱

𝜎1𝑦1
𝜎2𝑦2

𝒲multiply by 𝐴

Figure 3.1. The effect of multiplying by 𝐴.

𝑦1 𝑦2

𝒲𝜎1𝑥1

𝜎2𝑥2

𝒱 multiply by 𝐴𝑇

Figure 3.2. The effect of multiplying by 𝐴𝑇 .

“nice” ways. The first way is

𝐴 =
𝑟
∑
𝑖=1

𝜎𝑖𝑦𝑖𝑥𝑇𝑖 ,(3.5)

which tells us that 𝐴 is the sum of the “outer products” 𝑦𝑖𝑥𝑇𝑖 . (Notice
that the 𝑦𝑖 are on the left in this product, while the 𝑥𝑖 are transposed
and on the right, which is one reason for referring to the 𝑥𝑖 as the right
singular vectors and 𝑦𝑖 as the left singular vectors.)
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𝑥2

𝑥1

𝜎1𝑦1
𝜎2𝑦2

e1

e2

𝜎1e1

𝜎2e2

𝑋𝑇 𝑌

𝐴 = 𝑌Σ𝑋𝑇

Σ

Figure 3.3. 𝐴 = 𝑌Σ𝑋𝑇

Exercise 3.55. Using Exercise 2.22, show that the outer products 𝑦𝑖𝑥𝑇𝑖
are orthonormal. That means that the sum in (3.5) actually decomposes
𝐴 into a sum of orthogonal pieces.

SVD also gives us a matrix factorization of 𝐴: if 𝑋 is the 𝑛×𝑛matrix
whose columns are 𝑥1, 𝑥2, . . . , 𝑥𝑛, 𝑌 is the𝑚×𝑚matrix whose columns
are 𝑦1, 𝑦2, . . . , 𝑦𝑚, and Σ is the 𝑚 × 𝑛 matrix whose only non-zero en-
tries are the singular values 𝜎𝑖 on the diagonal, then SVD tells us that
𝐴 = 𝑌Σ𝑋𝑇 . (Again, note that 𝑋 is transposed and on the right, while
𝑌 is on the left.) Figure 3.3 gives us a picture when 𝐴 is a 2 × 2 matrix,
with rank 2. In Figure 3.3, the arrows represent multiplication by the
corresponding matrices. In addition, the circles on the left are the same
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𝑥1
𝑥2

𝜎1𝑦1

𝜎2𝑦2

𝑦3𝐴

Figure 3.4. A picture for 𝐴 ∈ ℝ3×2, 𝒱 = ℝ2, and𝒲 = ℝ3

size, as are the ellipses on the right (see also Example 3.57). Note that in
Figure 3.3, we have

𝑋𝑇𝑥𝑖 = e𝑖, 𝑌e𝑖 = 𝑦𝑖, and Σ = [𝜎1 0
0 𝜎2

] .

In Figure 3.4, we suppose 𝐴 is a 3 × 2 matrix. In this situation, 𝐴
maps ℝ2 into ℝ3, and so the dimension of the range of 𝐴 will be at most
2. In this particular figure, the range of𝐴has dimension 2. Note also that
𝐴 maps the unit circle to an ellipse, which lies in the plane determined
by the range of 𝐴. The vector 𝑦3 in the figure must be perpendicular to
the range of𝐴, and the three unlabeled line segments are the “standard”
coordinate axes in three dimensions. Again, notice that principal axes
of the ellipse are given by 𝐴𝑥𝑖 = 𝜎𝑖𝑦𝑖 for 𝑖 = 1, 2.

Exercise 3.56. In Figure 3.4, what is𝐴𝑇𝑦3? Moreover, what is the image
of the unit sphere in ℝ3 when multiplied by 𝐴𝑇?

In the case where the dimensions of the domain and codomain are
unequal, or the matrix does not have full rank, there is a reduced form
of the Singular Value Decomposition. In particular, suppose 𝑟 is the
rank of the matrix 𝐴, and let 𝑋𝑟 be the matrix whose 𝑟 columns are
𝑥1, 𝑥2, . . . , 𝑥𝑟 (so 𝑋𝑟 is 𝑛×𝑟) and let 𝑌𝑟 be the matrix whose 𝑟 columns are
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𝑦1, 𝑦2, . . . , 𝑦𝑟 (so 𝑌𝑟 is𝑚× 𝑟). Then, we will have

𝐴 = 𝑌𝑟
⎡⎢⎢⎢
⎣

𝜎1 0 . . . 0
0 𝜎2 . . . 0
⋮ ⋮ ⋱ ⋮
0 0 . . . 𝜎𝑟

⎤⎥⎥⎥
⎦

𝑋𝑇
𝑟 = 𝑌𝑟Σ̃𝑋𝑇

𝑟 ,(3.6)

where Σ̃ is the 𝑟 × 𝑟 diagonal matrix whose entries on the main diagonal
are 𝜎1 ≥ 𝜎2 ≥ ⋯ ≥ 𝜎𝑟 > 0.

One of the reasons that SVD is useful has to do with what the singu-
lar triples (𝜎, 𝑥, 𝑦) tell us. One (rough) measure of how much informa-
tion a matrix contains is its rank. For example, if 𝐴 has rank 1, then we
really only need one column (or row) from 𝐴 to capture all of the range
of 𝐴. If 𝐴 has rank 2, then we need two columns (or rows), and so on.
On the other hand, rank by itself is a very coarse measure.

Example 3.57. Consider 𝐴1 = [2 0
0 1] and 𝐴2 = [2 0

0 1
10
]. Both of these

matrices have rank 2, but they have very different effects. 𝐴1 maps e1
to 2e1 and maps e2 to e2, while 𝐴2 has the same effect on e1, but maps
e2 to 1

10e2. In some sense, e2 is “less important” to 𝐴2. Since both 𝐴1
and 𝐴2 are diagonal matrices with positive diagonal entries, it turns out
their singular triples are particularly nice: the singular triples for 𝐴1 are
(2, e1, e1) and (1, e2, e2), and the singular triples for𝐴2 are (2, e1, e1) and
( 1
10 , e2, e2). (We will see why these are the singular triples in Chapter
5.) The singular values assign a measure of “importance” to the basis
vectors that determine the range of the matrices, with larger singular
values corresponding tomore “important” contributions to the range. In
addition, notice that while𝐴1 and𝐴2 both have rank 2,𝐴2 ismuch closer
to the rank 1 matrix 𝐴3 = [2 0

0 0]. For example, using the Frobenius

norm, ‖𝐴1 − 𝐴3‖𝐹 = 1, while ‖𝐴2 − 𝐴3‖𝐹 = 1
10 . Looking at the second

singular value of 𝐴2, it is not particularly surprising that 𝐴2 is closer to
being rank 1 than𝐴1 is, since the second singular value of𝐴2 is 1

10 , while
that of 𝐴1 is 1.

We can also get a nice visual representation by looking to see what
effect 𝐴1 and 𝐴2 have on a circle of radius 1. Let 𝑆 represent the unit
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Figure 3.5. The image of the unit circle after multiplication by 𝐴1
(solid) or 𝐴2 (dashed). Note that the image of the unit circle after
multiplication by 𝐴3 will be the part of the horizontal axis between
-2 and 2.

circle in the 𝑥𝑦 plane. Our question is what do 𝐴1 and 𝐴2 do to the unit
circle? Notice that [𝑢 𝑣]𝑇 ∈ 𝐴1(𝑆) if and only if 𝑢 = 2𝑥 and 𝑣 = 𝑦
for some [𝑥 𝑦]𝑇 ∈ 𝑆. In particular, [𝑢 𝑣]𝑇 ∈ 𝐴1(𝑆) exactly when
ᵆ2
4 + 𝑣2 = 1, which means that 𝐴1 maps the unit circle to the ellipse
ᵆ2
4 + 𝑣2 = 1. A similar calculation shows that 𝐴2 maps the unit circle
to the ellipse ᵆ2

4 + 100𝑣2 = 1. See Figure 3.5. The figure makes it quite
clear that 𝐴2 is closer to the rank one matrix 𝐴3: 𝐴2 is compressing the
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𝑦-direction down. This is reflected in the fact that the second singular
value of 𝐴2 is 1

10 . To emphasize: the singular values provide a way of
measuring (relative) importance of the different directions that
determine the rank and range of a matrix. We can also think of the
singular values as determining the lengths of the principal axes of the
ellipsoid that results from transforming the unit sphere by multiplying
by the matrix.

Exercise 3.58. Suppose 𝐴 = [𝜎1 0
0 𝜎2

], where 𝜎1 and 𝜎2 are both posi-
tive. Determine the image of the unit circle under 𝐴. (Hint: we know it
will be an ellipse.)

With the Singular Value Decomposition, we can describe how to
solve our four main problems. Proofs will be provided in Chapter 6.

3.7.1. “Best” subspace problem. Suppose we have a large quantity of
“high-dimensional” data. As an example, in a movie rating problem, we
could very easily have 10,000 people, and have ratings for 250 movies.
We view each person as determining a row in a matrix, with each row
having 250 entries. If we think of each row as representing a point, we
would have 10,000 points (one for each person), each in ℝ250. A ques-
tion: do we really need all 250 dimensions of ℝ250, or do all of these
points sit close to a lower dimensional subspace of ℝ250? This is asking
if, in some sense, the data has “lower dimension.” As another example,
supposewehave data about the number of rooms in a house, the number
of bathrooms, the floor area, its location, and its sales price. In principle,
this information is all related, so we likely do not need all pieces of data
to predict a price for a new house . . .but how can we check? Here, we
would use a matrix with six columns (one each for number of rooms,
bathrooms, floor area, and sales price, and two entries for a location).

Both of these questions are variants of the same problem: given 𝑚
points in ℝ𝑛, and 𝑘 ∈ ℕ, which 𝑘-dimensional subspace “best” approx-
imates the given points? Notice that it may be necessary to do some
preliminary manipulation of the data. For example, if we have points
on a line in ℝ2 that doesn’t get close to the origin, any one-dimensional
subspace will not be very good!
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Suppose then that the points are normalized so that their center of
mass is at the origin. Let 𝐴 be the matrix whose rows represent points
in ℝ𝑛. Thus, 𝐴 ∈ ℝ𝑚×𝑛. We think of the rows of 𝐴 as 𝑎𝑇𝑖 , where each
𝑎𝑖 ∈ ℝ𝑛. How can we determine the best 𝑘-dimensional subspace that
approximates these points? A key question is howdowe determinewhat
“best” means. Here, given a collection of points 𝑎𝑖 ∈ ℝ𝑛 and a sub-
space 𝒰 of ℝ𝑛, “best” will mean the subspace that minimizes the total
of the squared perpendicular distances from the subspace. That is, if
𝑑(𝑎𝑖, 𝒰) is the distance from 𝑎𝑖 to the subspace 𝒰, we want to minimize
∑𝑚

𝑖=1 (𝑑(𝑎𝑖, 𝒰))
2 over all 𝑘-dimensional subspaces 𝒰 of ℝ𝑛. This means

that finding the best possible 𝑘-dimensional subspace is a minimization
problem:

Find �̂� ⊆ ℝ𝑛 such that
𝑚
∑
𝑖=1

(𝑑(𝑎𝑖, �̂�))
2 = inf

dim𝒰=𝑘

𝑚
∑
𝑖=1

(𝑑(𝑎𝑖, 𝒰))
2

over all possible 𝑘-dimensional subspaces 𝒰. Suppose that the singular
triples of𝐴 are (𝜎1, 𝑥1, 𝑦1), (𝜎2, 𝑥2, 𝑦2), . . . , (𝜎𝑟, 𝑥𝑟, 𝑦𝑟) (where 𝑟 = rank𝐴).
In Theorem 6.2, we will show that the best subspace is

�̂� = span{𝑥1, 𝑥2, . . . , 𝑥𝑘} ,

(the span of the first 𝑘 vectors 𝑥1, 𝑥2, . . . , 𝑥𝑘) and
𝑚
∑
𝑖=1

(𝑑(𝑎𝑖, �̂�))
2 = ‖𝐴‖2𝐹 − (

𝑘
∑
𝑖=1

𝜎2𝑖 ) =
𝑟
∑

𝑖=𝑘+1
𝜎2𝑖 .

3.7.2. TheMoore-Penrose Pseudo-Inverse. Our next application in-
volves least-squares problems and generalizing the inverse. Suppose
that 𝐴 ∈ ℝ𝑚×𝑛. Identifying 𝐴 with multiplication by 𝐴, we know that 𝐴
maps ℝ𝑛 to ℝ𝑚. Given a 𝑦 ∈ ℝ𝑚, we want to find the smallest 𝑥 ∈ ℝ𝑛

that minimizes ‖𝐴𝑥−𝑦‖22. This mapping (mapping 𝑦 to the correspond-
ing smallest minimizer 𝑥) is written 𝐴†, and is called the Moore-Penrose
pseudo-inverse. It generalizes the inverse, since in the situation where
𝐴 is invertible, there is exactly one 𝑥 that makes ‖𝐴𝑥 − 𝑦‖22 = 0. How
can we calculate 𝐴†? Is it even linear? As we will see in Section 6.2 If we
have the reduced SVD of 𝐴 in the form of 𝐴 = 𝑌𝑟Σ̃𝑋𝑇

𝑟 from (3.6), where
𝑟 = rank𝐴), then the Moore-Penrose pseudo-inverse is

𝐴† ≔ 𝑋𝑟Σ̃−1𝑌𝑇
𝑟 .
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It turns out that for any 𝑦 ∈ ℝ𝑚, 𝐴†𝑦 is the smallest element of ℝ𝑛 that
also minimizes ‖𝐴𝑥 − 𝑦‖2. That means that 𝐴† can be used to solve two
simultaneous minimizations:

Find the smallest ̃𝑥 ∈ ℝ𝑛 such that ‖𝐴 ̃𝑥 − 𝑦‖2 = inf
𝑥∈ℝ𝑛

‖𝐴𝑥 − 𝑦‖2.

Notice that this means that solving least-squares problems or using the
Moore-Penrose pseudo-inverse involves the SVD!

3.7.3. Approximation by lower rank operators. Whenwe described
how a gray-scale image can be represented by a matrix, we also brought
up the important issue of compressing the image. What is the best lower
rank approximation to a givenmatrix? As usual, we need to decide what
we mean by “best.”

Exercise 3.59. By considering a few simple gray-scale images, what is
a better measure of size for a matrix 𝐴 representing a gray-scale im-
age: ‖𝐴‖𝑜𝑝 (where we use the Euclidean norm on both domain and
codomain) or ‖𝐴‖𝐹? Why?

On the other hand, suppose that (𝒱, ⟨⋅, ⋅⟩𝒱) and (𝒲, ⟨⋅, ⋅⟩𝒲) are two
inner-product spaces, it isn’t immediately clear how to define the Frobe-
nius norm for an arbitrary operator 𝐿 ∈ ℒ (𝒱,𝒲), and so it can be useful
to know how to approximate 𝐿 in the operator norm.

3.7.4. TheEckart-Young-MirskyTheorem for theOperatorNorm.
Suppose 𝒱 and𝒲 are inner-product spaces, with inner products ⟨⋅, ⋅⟩𝒱
and ⟨⋅, ⋅⟩𝒲 , respectively. Suppose 𝐿 ∈ ℒ (𝒱,𝒲), and we are given a pos-
itive integer 𝑘 ≤ rank 𝐿. Our problem is:

Find �̃� ∈ ℒ (𝒱,𝒲) such that rank �̃� = 𝑘 and
‖𝐿 − �̃�‖𝑜𝑝 = inf

rank𝑀=𝑘
‖𝐿 −𝑀‖𝑜𝑝.

It is not at all obvious that there is a minimum, since

{𝑀 ∈ ℒ (𝒱,𝒲) ∶ rank𝑀 = 𝑘}

is not a closed set!

Exercise 3.60. Show that {𝐴 ∈ ℝ2×2 ∶ rank𝐴 = 1} is not a closed subset
of ℝ2×2.
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Surprisingly, it turns out there is a minimum, and (perhaps less sur-
prisingly) we can write the minimizer down in terms of the SVD. Sup-
pose dim𝒱 = 𝑛 and dim𝒲 = 𝑚, and let 𝐿 ∈ ℒ (𝒱,𝒲) and suppose
rank 𝐿 = 𝑟. Let {𝑥1, 𝑥2, . . . , 𝑥𝑛} and {𝑦1, 𝑦2, . . . , 𝑦𝑚} be the orthonormal
bases of 𝒱 and𝒲, respectively, and suppose the non-zero singular val-
ues are 𝜎1 ≥ 𝜎2 ≥ ⋯ ≥ 𝜎𝑟 > 0, all provided by the SVD of 𝐿. As we will
show in Theorem 6.8, the best rank 𝑘 approximation (in the operator
norm) to 𝐿 is �̃� defined by

�̃�𝑥 =
𝑘
∑
𝑖=1

𝜎𝑖 ⟨𝑥𝑖, 𝑥⟩𝒱 𝑦𝑖 for every 𝑥 ∈ 𝒱.

In the particular situation that𝒱 = ℝ𝑛,𝒲 = ℝ𝑚 (with the dot product),
and 𝐴 ∈ ℝ𝑚×𝑛, the best (as measured by the operator norm) rank 𝑘
approximation is

𝐴𝑘 =
𝑘
∑
𝑖=1

𝜎𝑖𝑦𝑖𝑥𝑇𝑖 .

(Notice: 𝑥𝑖 ∈ ℝ𝑛, which means that 𝑥𝑖 is an 𝑛 × 1 matrix. Similarly,
𝑦𝑖 ∈ ℝ𝑚, which means that 𝑦𝑖 is an𝑚×1matrix. Thus, 𝑦𝑖𝑥𝑇𝑖 is an𝑚×𝑛
matrix! In fact, each such matrix will be a rank one matrix.)

3.7.5. TheEckart-Young-MirskyTheoremin theFrobeniusNorm.
We now restrict to the case where 𝒱 = ℝ𝑛,𝒲 = ℝ𝑚 (with the dot prod-
ucts) and let 𝐴 ∈ ℝ𝑚×𝑛. Let 𝑘 be a positive integer with 1 ≤ 𝑘 ≤ rank𝐴.
We want to solve the following problem:

Find ̃𝐵 ∈ ℝ𝑚×𝑛 such that rank ̃𝐵 = 𝑘 and
‖𝐴 − ̃𝐵‖𝐹 = inf

rank𝐵=𝑘
‖𝐴 − 𝐵‖𝐹 .

Again, it is not at all obvious that the infimum above is actually a mini-
mum. Even more surprising is that the best rank 𝑘 approximation to 𝐴
is the same as for the operator norm! As we will show in Theorem 6.12,
the solution to the problem above is

̃𝐵 =
𝑘
∑
𝑖=1

𝜎𝑖𝑦𝑖𝑥𝑇𝑖 ,

where (𝜎1, 𝑥1, 𝑦1), (𝜎2, 𝑥2, 𝑦2), . . . , (𝜎𝑟, 𝑥𝑟, 𝑦𝑟) are the singular triples from
the SVD of 𝐴.
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Figure 3.6. Original Image

We consider here an example for image compression. Figure 3.6 is
represented by a largematrix, 2748×2553, whichhas full rank of 2553. In
Figures 3.7 and 3.8, we produce some approximations with much lower
ranks. A rank 𝑘 approximation of an 𝑛 × 𝑚 matrix needs 𝑘(𝑛 + 𝑚 + 1)
entries. In this particular example, 𝑛 = 2748 and 𝑚 = 2553, and we
have 𝑘 = 10, 50, 100, or 200. At the resolution of the printed page, there
is hardly any difference between the rank 200 image and the original!
In addition, while the original requires saving over 7 million entries, the
rank 200 approximation requires 200(2553 + 2748 + 1) = 1,060,400 en-
tries.

3.7.6. The orthogonal Procrustes problem. Suppose we have a col-
lection of 𝑚 points in ℝ𝑛, representing some configuration of 𝑚 points
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Figure 3.7. Rank 10 (left) and Rank 50 (right)

Figure 3.8. Rank 100 (left) and Rank 200 (right)

in ℝ𝑛, and we want to know how close this “test” configuration is to a
given reference configuration. In many situations, as long as the dis-
tances and angles between the points are the same, we regard the two
configurations as the same. Thus, to determine how close the test con-
figuration is to the reference configuration, wewant to transform the test
configuration to be as close as possible to the reference configuration—
making sure to preserve lengths and angles in the test configuration. If
we represent the test configuration with 𝐴 ∈ ℝ𝑚×𝑛 and represent the
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reference configuration as 𝐵 ∈ ℝ𝑚×𝑛, our question will involve mini-
mizing the distance between 𝐴𝑉 and 𝐵, where 𝑉 is a matrix that pre-
serves dot products (and hence angles and distances). Here, we think
of 𝐴𝑉 as a transformation of the test configuration. As we will see in
Theorem 6.16, 𝑉 ∈ ℝ𝑛×𝑛 will preserve dot products if and only if 𝑉 is an
orthogonal matrix, i.e. 𝑉𝑇𝑉 = 𝐼. Thus, given𝐴 and 𝐵, our goal is to find
𝑉 that minimizes the distance between 𝐴𝑉 and 𝐵. But which distance?
Here, since we think of the rows of the matrices 𝐴𝑉 and 𝐵 as represent-
ing points in ℝ𝑛, we want to look at the sum of the Euclidean norms of
each row of 𝐴𝑉 −𝐵, and so we use the Frobenius norm. Our problem is
then:

Find 𝑉 ∈ ℝ𝑛×𝑛 such that 𝑉𝑇𝑉 = 𝐼 and
‖𝐴𝑉 − 𝐵‖2𝐹 = inf

𝑉𝑇𝑉=𝐼
‖𝐴𝑉 − 𝐵‖2𝐹 .

At this stage, we imagine the reader will be unsurprised to learn that
we can determine an appropriate 𝑉 in terms of a SVD. First, note that
because 𝐴, 𝐵 ∈ ℝ𝑚×𝑛, 𝐴𝑇𝐵 ∈ ℝ𝑛×𝑛. Thus, the SVD of 𝐴𝑇𝐵 will provide
orthonormal bases {𝑥1, 𝑥2, . . . , 𝑥𝑛} and {𝑦1, 𝑦2, . . . , 𝑦𝑛} of ℝ𝑛, along with
singular values 𝜎1 ≥ 𝜎2 ≥ ⋯ ≥ 𝜎𝑛 ≥ 0. If 𝑋 ∈ ℝ𝑛×𝑛 and 𝑌 ∈ ℝ𝑛×𝑛

are the matrices whose columns are 𝑥𝑖 and 𝑦𝑖 respectively, then we will
show in Theorem 6.17 that 𝑉 = 𝑌𝑋𝑇 solves the problem above.

The related orientation preserving problem is:
Find 𝑉 ∈ ℝ𝑛×𝑛 such that 𝑉𝑇𝑉 = 𝐼, det 𝑉 = 1, and

‖𝑉 − 𝐵‖2𝐹 = sup
𝑉𝑇𝑉=𝐼
det𝑉=1

‖𝐴𝑉 − 𝐵‖2𝐹 .

We can again characterize the appropriate 𝑉 in terms of the SVD. Using
the same notation as in the previous paragraph, let ̂𝐼 be the 𝑛 × 𝑛 diago-
nal matrix, with diagonal entries all given by 1, except the 𝑛𝑛th, which
is given by det 𝑌𝑋𝑇 . We will show in Theorem 6.20 that 𝑉 = 𝑌 ̂𝐼𝑋𝑇

will solve the orientation preserving Procrustes Problem. Notice that if
det 𝑌𝑋𝑇 = 1, then ̂𝐼 is the usual 𝑛 × 𝑛 identity matrix, and the 𝑉 that
solves the general orthogonal Procrustes Problem also solves the orien-
tation preserving version. The situation when det 𝑌𝑋𝑇 = −1 is the in-
teresting situation, and the proof that 𝑉 minimizes ‖𝐴𝑉 − 𝐵‖2𝐹 in this
situation requires a surprisingly technical lemma.
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